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Chapter 1

Introduction
1.1

Scientific Context

This thesis deals with several classes of 3D modeling problems with meshes. Before entering the details of the approaches that I developed, I will first give an overview and the
general motivations for the “geometry processing” research topic.

1.1.1

Computer Graphics

Computer Graphics is a quickly evolving domain of research. It started in the early 70’s. An
interest group emerged in the University of Utah. At the beginning, the main problem was
to design algorithmic and hardware solutions to display 3D geometry on a computer screen,
and classic algorithms were invented in this period. Ivan Sutherland and David Evans
developed hidden surface removal algorithms, motivated by a flight simulator application.
The company they created still exists today (see http://www.es.com). To improve the
appearance of computer generated images, Henri Gouraud developed his famous “smooth
shading” algorithm. More than 30 years after, his algorithm is still in use in all 3D computer
graphics hardware and software.
Today, the whole picture has completely changed. Computer Graphics is now a vast
domain of research, that has exploded into many different disciplines. To name but a few,
the main disciplines are:
 Image synthesis and light simulation
 Shape modeling, Digital Geometry Processing
 Data acquisition, reconstruction
 Animation and physically based modeling
 Computer Vision and Image Processing

Figure 1.1: Applications of our methods to different domains, developed in cooperation
with our academic and industrial partners. A: oil exploration; B: plasma physics; C:
molecular biology; D: industrial design.
5
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 Texture mapping and texture synthesis
In parallel with the evolution of the scientific community, computer graphics hardware
have made huge advances, evolving faster than Moore’s law prediction (The highly parallel
nature of computer graphics makes it possible to double performances by just adding a
processing unit on the graphic board. This has been done extensively by the industry those
last few years). In addition, computer graphics hardware has became programmable, which
offers new ways of generating computer images. Together with this fast-paced evolution,
many new possible applications of computer graphics have appeared, as explained in the
next subsection.

1.1.2

Application Domains

CAD/CAM
Traditionally, CAD/CAM (Computer Aided Design, Computer Aided Manufacturing) is a
heavy consumer of these technologies. The new trend in the design and life cycle management for complex products, such as planes, cars and trains, is to develop common
data bases, shared by all the activities involved in the development of the product (for
instance, numerical simulation, mechanical engineering and design). For instance, the
French aerospace company Dassault has developed his new Falcon F7X using a unified
numerical mock-up, used through the whole life cycle of the plane, from the early design to the maintenance, including numerical simulation. The different optimization and
design operations are tested in a "reality center" platform. The AIRBUS A380 was developed using a similar technology. As a result, the different components of the plane
were assembled in less than a week, while the total cost of the operation was controlled
with more precision. To achieve this, both companies (Dassault and AIRBUS) developed special CAD/CAM software, integrating production constraints in the design process. (see e.g. http://www.aviation-civile.gouv.fr/html/publicat/
av_civil/319/conception319.pdf)
Energy
Less known to the public, energy is an activity field that uses huge computational resources.
We quickly review here examples from today’s energies (electricity and oil&gas), and tomorrow’s energies (plasma physics).
Electricity: Electricity production and transportation requires huge infrastructures. Simulating the global behavior of these structures is an especially difficult task. The principal difficulty comes from the multi-scale nature of the problems: for instance, simulating
the behavior of a nuclear reactor requires to combine mathematical models capturing the
micro-scale (particle scape) behavior with mathematical models operating at a coarser scale
(e.g, to simulate the thermodynamic exchanges in the reactor). The other difficulty is a
software design problem: how is it possible to combine all the different pieces of software
realizing the simulations at the different scales ? How can they combined with interactive visualization ? EDF, the French electricity company, develops the SALOME platform
to attack those difficult issues (see http://www.salome-platform.org/salome2/?a=sum), in
cooperation with partners from the industry and academic world (including the INRIA)
Oil and Gas industry: In the Oil&Gas industry, the problems are similar (energy production and transportation). Note that these problems occur in an international setting.
Oil&Gas companies are larger and larger, and need to manage infrastructures in different
countries, comprising production wells, oil platform, ships, tanks etc... The global management of oil production involves much computational resources, to simulate both the
mechanical infrastructures, the production of oil wells, exploration and discovery of new
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resources. The TotalFinaElf French oil company owns the 91st biggest computer in the
world and the Petrobras Brazilian oil company the 122nd, 164st and 381st (in November
05, from http://www.top500.org)1 . The CGG company (Compagnie Generale de
Geophysique) develops large PC clusters (see http://www.hoise.com/primeur/
02/articles/weekly/AE-PR-12-02-80.html) for seismic imaging. Seismic
imaging operates like ultrasound imaging to produce a "CT-scan" of the underground. This
information is then exploited to detect new sources of oil. Companies like Earth Decision
Sciences that I contributed to start (see http://www.gocad.com/) develop specialized 3D modelers to optimize oil exploration and production processes.
Plasma physics: However, analysts have predicted oil leakage within 50 years. For this
reason, other sources of energy are explored. Nuclear fission is the atomic reaction that
produces energy in a nuclear plant. Nuclear fusion is another reaction, much more difficult
to control, but much more efficient and much less dangerous than fission. It may then be an
avenue to solve the energy problem. The international initiative ITER aims at constructing
an experimental fusion reactor. ITER involves The People’s Republic of China, the European Union and Switzerland, Japan, the Republic of Korea, the Russian Federation, and
the United States of America, under the auspices of the IAEA. ITER is the experimental
step between today’s studies of plasma physics and tomorrow’s electricity-producing fusion
power plants. It is based around a hydrogen plasma torus operating at over 100 million o C,
and will produce 500 MW of fusion power. It is technically ready to start construction
and the first plasma operation is expected in 2016. ITER is to be constructed in Europe, at
Cadarache, near Aix-en-Provence, France. (see http://www.iter.org/) Designing,
constructing and operating this equipment will require huge computational resources.
Health
It is well known that 3D technology had an important impact in the domain of health.
Advances in acquisition techniques, e.g. ultrasonic imagery, CT-scans and MRI (Magnetic
Resonance Imaging) can now extract high resolution 3D images in a non-intrusive manner.
A combination of hardware and software extracts the relevant information and presents it
to the patrician.
Drug design is another less known area that may benefit from advances in virtual reality. Structural biology studies the link between the structure of the molecules and their
biological function. Generally speaking, this field covers problems coming from pharmacology (designing new drugs) on one hand and from cellular biology (study of the cell
mechanisms) on the other hand. Visualization play a key role in understanding the internal
structures of the molecules. Furthermore, when visualization is coupled to a molecular
dynamic simulation, it allows to understand and analyze the mechanisms occurring in the
interaction and to define the factors determining its specificity. Visualization in immersive
environments (virtual reality headset, Reality Center, CAVE, Workbench, ...) compared to
a single standard screen has two main advantages. First, stereographic rendering allows
to deal with the depth information easily. Second, immersion allows to comprehend the
molecule from inside and to focus the point of view on the areas of interest. Finally, visualizing a simulation is not enough. Virtual reality allows the specialist not only to be
immersed in the phenomenon, but also to interact with it, either to understand it better or to
control its convergence. The interaction of an expert through a haptic interface allows him
to easily move into the model and to really feel the forces acting on the molecules thanks
to force feedback. Similarly, if the expert wants to play with the shape of a molecule, he is
constrained to remain in valid positions and has an instant feedback on the applied forces.
We hope that solving this challenge will really bring solution to better comprehend, and
therefore understand, some essential phenomenons playing a role in the process to interact
1 the

first ranks in the top 500 are used to simulate nuclear explosions
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more efficiently with them. We hope that visualization will make a breakthrough in the
investigation methods of molecular interactions. Indeed, visualization can become an exploration technology for scientists and engineers that allows them to feel, to control and to
focus the computations.

1.1.3

Numerical geometry

For all the applications evoked above, the representation of the objects play a central role.
My research project aims at developing what I called numerical geometry, i.e. new methods
to represent and manipulate point sets of Rn (surfaces, volumes, . . . ). More specifically, the
goal is to find efficient ways of representing not only the shape of geometric objects (surfaces, volumes, . . . ), but also physical properties attached to them. Since our main research
interest is Computer Graphics, I pay a particular attention to photometric properties.
To study both classes of problems (digital geometry processing and numerical simulation of light), my common approach is composed of the following steps, as classically done
in numerical modeling (the originality of my approach is discussed further):
1. formalize the operator as a PDE (Partial Derivatives Equation) or Integral Equation.
In the case of light simulation, this equation is a variant of the Rendering Equation.
As far as geometry processing is concerned, notions from physics can help the intuition. For instance, the expression of the flexion energy of a thin plate can be used to
design smoothing operators;
2. discretize the operator in a form compatible with the representation of the object,
using numerical schemes such as finite differences, finite elements, Galerkin, . . .
3. study the discretized operator, and prove its properties, such as existence and uniqueness of the solution, independence to the discretization, . . .
4. design a minimization algorithm, based on Numerical Analysis methods, such as
Conjugate Gradient, Gauss-Newton, Lagrange, Galerkin, Monte-Carlo. . . To keep
computation times reasonable, it is possible to use several acceleration techniques,
such as pre-conditioners and multi-scale/multi-grid approaches.
I try to design solutions that are provably correct, scalable and numerically stable:
 by provably correct, I mean that I want to ensure the existence and uniqueness of the
solution. In addition, in the case of a meshed model, I try to design methods that are
independent of the mesh density. In the case of mesh parameterization, I want to ensure
the injectivity of the constructed mapping;
 by scalable, I mean that our solutions need to be applicable to data sets of industrial size.
For instance, for a scanned mesh, 10 millions triangles is now an average;
 by numerically stable, I mean that our solutions need to be resistant to the degeneracies often encountered in industrial data sets. Note: this characteristic is also named
robustness in another context. However, “robustness” now refers to a certain class of
methods. Most of those methods evaluate the sign of a determinant, using dynamic
precision, modular arithmetic, interval arithmetic or filtered predicates . . . that avoid the
artifacts caused by the limited precision of numbers. In our Numerical Analysis context,
the goals are different (find the minimum of an objective function) and the methods are
different (Schur complement, pre-conditioners, automatic differentiation, . . . ), this is the
reason why I prefer to use the standard term from Numerical Analysis.
The originality of this approach is the translation of the modeling problem into an algebraic structure that reflects the geometric structure of the problem. For instance, in the case
of the parameterization of triangulated surfaces, it is possible to express objective functions
measuring the quality of the parameterization using Hermitian forms. The complex numbers of these forms correspond to both points and similarity transforms in R2 , and provide
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a geometric interpretation of the eigenvalues of the matrix (see Section 3.3.6). Moreover,
this matrix presents a structure that can be iteratively constructed with elementary operators acting on the mesh. This makes it possible to derive algebraic properties of the matrix
using structural induction on the mesh.
The rest of this thesis is organized as follows: after a brief introduction to the scientific
foundations (Chapter 2), I describe my main contributions, structured with the particular
approach described above. More specifically, we focus on the problem of surface parameterization, first in the case of objects that are homeomorphic to disks (Chapter 3), then
in the general case with objects of arbitrary genus (Chapter 4). Finally, to conclude, my
research program gives general directions to go further, by using the notion of abstraction
as a guiding principle (Chapter 5).
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Chapter 2

Scientific Foundations
2.1

Introduction

This chapter introduces the fundamental notions and tools that I am using in my research
work. To described these tools, I have chosen to follow a bottom-up path. Thus, we will
first see in Section 2.2 the numerical optimization algorithms that are used as “building
blocs” to construct all the rest. Then, we will see some notions of functional analysis,
used as a basis to introduce finite element modeling (Section 2.3). Finally, we give a
short introduction to the geometry processing scientific domain (Section 2.4), and list the
open difficult problems of this domain. Based on these foundations, the next chapters will
describe my contributions.

2.2

Numerical Methods

This section is based on the sectionHow to make it work in practice of my course notes
Mesh Parameterization, Theory and Practice, that we co-organized at the SIGGRAPH
2007 conference, with Alla Sheffer and Kai Hormann [HLS+ 07].
Numerical Methods provide a particularly efficient formalism to solve geometric optimization problems that involve large meshes. The approach consists in modeling the
problem in the form of a multivariate function that is minimized. The variables correspond
to values attached to the vertices of the mesh (i.e. the xi , yi , zi coordinates at each vertex i).
The so-defined numerical optimization problems involve large matrices, defined from both
the connectivity of the mesh and the values stored at the vertices and/or the edges and/or
facets of these meshes. In most cases, these matrices are sparse. More specifically, they
have a structure identical or derived from the adjacency matrix of the graph defined by the
mesh. We will therefore start this section by explaining how to efficiently represent and
manipulate sparse matrices.

2.2.1

Data structures for sparse matrices

TRIAD data structure
To optimize the storage of sparse matrices, the first idea that comes naturally to mind consists in storing only the non-zero coefficients, with the associated (i, j) indices. Therefore,
instead of storing n2 coefficients, we only need to store NNZ coefficients (NNZ: Number
of Non-Zero coefficients) and the same number of (i, j) indices. This data structure is referred to as the TRIAD format, depicted in Figure 2.1. We also show an implementation
in C (Algorithm 1). The function that computes the product between a sparse matrix in
11
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Figure 2.1: Example of sparse matrix with TRIAD format

Algorithme 1 TRIAD data structure for sparse matrices
struct TRIADMatrix {
int N ; // dimension of the matrix
int NNZ ; // number of non-zero coefficients
double* a ; // non-zero coefficients (array of size NNZ)
int* I ; // row indices (array of size NNZ)
int* J ; // column indices (array of size NNZ)
} ;

Algorithme 2 Matrix × vector product with the TRIAD data structure
void mult(double* y, TRIADMatrix* M, double* x) {
for(int i=0; i<M->N; i++) {
y[i] = 0.0 ;
}
for(int k=0; k<M->NNZ; k++) {
y[M->I[k]] += M->a[k] * x[M->J[k]] ;
}
}
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Figure 2.2: Example of sparse matrix represented in the CRS format.
TRIAD format and a vector is given by Algorithm 2). For instance, this function is particularly useful to implement a solver based on the Conjugate Gradient method (see further).
Despite the obvious gain realized by the TRIAD format as compared to a regular 2D
array, this representation still shows a high redundancy of the coefficients i, that store the
row index associated to each entry. For this reason, this format is seldom used in numerical
libraries (it is limited to input file formats, since its simplicity favors its understanding and
use). In practice, the CRS (Compressed Row Storage) data structure is preferred, since it
is more compact in memory. We detail this format in the next subsection.
Algorithme 3 Compressed Row Storage data structure for sparse matrices
struct CRSMatrix {
int N ; // dimension of the matrix
int NNZ ; // number of non-zero coefficients
double* a ; // non-zero coefficients (array of size NNZ)
int* colind ; // column indices (array of size N)
int* rowptr ; // row pointers (array of size N+1)
double* diag ; // diagonal elements (array of size N)
} ;

Compressed Row Storage
The CRS format (Compressed Row Storage) is one of the most commonly used data structure for sparse matrices, used in large numerical libraries. The transposed variant CCS
(Compressed Column Storage) is also used (depending on the algorithms and implementation choices). We present here the CRS format. Algorithm 3 presents the implementation
in C, and Figure 2.2 shows an example. The CRS data structure uses three indices to represent non-zero coefficients and their indices. As in the TRIAD format, the array a stores
all the non-zero entries. The array colind gives for each entry the corresponding column
index. The rows are encoded in a different, more compact manner, by the rowptr array.
This array gives for each row its start and end in the arrays a and colind. To facilitate the
coding of algorithm, a common practice consists in completing the array colind by an
additional entry, that points one entry past the last entry of the matrix. This additional entry
of colind is called a sentry and avoids a test in the matrix × vector product, as shown
further.
Algorithm 4 shows how to implement the product between a sparse matrix M stored in
the CRS format and a vector x. The sentry rowptr[N] = NNZ avoids to have a particular case for the last row of the matrix.
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Algorithme 4 Matrix × vector product with the CRS format
void mult(double* y, CRSMatrix* M, double* x) {
for(int i=0; i<M->N; i++) {
y[i] = 0.0 ;
for(int jj=M->rowptr[i]; jj<M->rowptr[i+1]; jj++) {
y[i] += M->a[jj] * x[M->colind[jj]] ;
}
}
}
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Figure 2.3: Dynamic sparse matrix data structure
Different versions of the CRS data structure exist. Thus, if the matrix is symmetric, it
is possible to save some memory by only storing the lower triangular part of the matrix.
Other variants store the diagonal coefficients in a separate array, to facilitate the implementation of the Jacobi preconditioner (see further). Other variants store the columns instead
of the rows (CCS: Compressed Column Storage). Finally, the BCRS (Block Compressed
Row Storage) partitions the matrix into fixed size blocks and stores them in the CRS format. This both optimizes memory accesses, and favors using extending instruction sets
(e.g. SSE on Intel Processor).
The CRS data structure and its variants are both compact and efficient. However, in
our particular context of numerical problems related with geometric optimization of 3D
meshes, the CRS data structure is somewhat too rigid, as explained below. In a geometric optimization problem, it is natural to assemble the matrix by traversing the graph that
corresponds to the mesh. During the traversal, coefficients are accumulated in the matrix,
generated by elementary neighborhoods (called stencils in finite elements parlance). Since
the CRS data structure requires to define the number of non-zero coefficients in advance,
constructing a CRS matrix requires two traversals of the graph. The first traversal determines the non-zero pattern, i.e. the set of (i, j) index couples such that ai, j is non-zero.
Then, the data structure is allocated in memory. Finally, a second traversal computes the
numerical values of the ai, j entries. In practice, this way of proceeding is uncomfortable
to implement. For this reason, we propose a dynamic matrix data structure, for which the
number of non-zero coefficients can vary. The implementation is available in our library
OpenNL and in the Graphite platform (http://alice.loria.fr/software).

Dynamic matrices
Our dynamic sparse matrix is built around the class std::vector of the standard C++
library (STL for Standard Template Library). This container class show the interesting ca-
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Algorithme 5 Dynamic sparse matrix data structure
class SparseMatrix {
public:
struct Coeff {
Coeff() { }
Coeff(int j, double val) : index(j), a(val) { }
int index ;
double a ;
} ;
class Row : public std::vector<Coeff> {
public:
void add(int index, double val) {
for(int i=0; i<size(); i++) {
if((*this)[i].index == index) {
(*this)[i].a += val ;
return ;
}
}
std::vector<Coeff>::push_back(Coeff(index, val)) ;
}
} ;
SparseMatrix(int dim) : dimension(dim) {
row = new Row[dim] ;
}
~SparseMatrix() { delete[] row;

}

// aij <- aij + val
void add(int i, int j, double val) {
row[i].add(j, val) ;
}
// A <- 0
void clear() {
for(int i=0; i<dimension; i++) {
row[i].clear() ;
}
}
// number of non-zero coefficients
int nnz() const {
int result = 0 ;
for(int i=0; i<dimension; i++) {
result += row[i].size() ;
}
return result ;
}
int dimension ;
Row* row ;
} ;
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Algorithme 6 Matrix × vector product with the dynamic data structure
// y <- Mx
void mul(double* y, const SparseMatrix& M, const double* x) {
for(int i=0; i<M.dimension; i++) {
y[i] = 0 ;
const Row& R = M.row[i] ;
for(int jj=0; jj<R.size(); jj++) {
y[i] += R[jj].a * x[ R[jj].index ] ;
}
}
}

Algorithme 7 Converting a dynamic sparse matrix into the CRS format
void convert_to_CRS(
const SparseMatrix& M,
CRSMatrix& M_CRS,
int array_base // 0 for C, 1 for Fortran
) {
M_CRS.N = M.dimension ;
M_CRS.NNZ = M.nnz() ;
M_CRS.A = new double[M_CRS.NNZ] ;
M_CRS.col_ind = new int[M_CRS.NNZ] ;
M_CRS.row_ptr = new int[M_CRS.N+1] ;
int count = 0 ;
for(int i=0; i<M_CRS.N; i++) {
const SparseMatrix::Row& R = M.row[i] ;
M_CRS.row_ptr[i] = count + array_base ;
for(int jj=0; jj<R.size(); jj++) {
M_CRS.a[count] = R[jj].a ;
M_CRS.col_ind[count] = R[jj].index + array_base ;
count++ ;
}
}
M_CRS.col_ptr[M_CRS.N] = M_CRS.NNZ + array_base ;
}

2.2. NUMERICAL METHODS
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pability of growing in memory while minimizing the number of required copies 1 . Thus,
our dynamic sparse matrix data structure, depicted in Figure 2.3, and detailed in Algorithm 5, consists of an array row. Each row is implemented by a std::vector of
value-index pairs, and each pair is represented by an instance of the Coeff structure. The
whole data structure shows a memory storage requirement comparable to the CRS format, while offering better flexibility. This flexibility is exposed to the user by the function
add(i,j,val), that adds the value val to the coefficient ai, j .
The matrix-vector product remains simple to implement with this structure. The source
code is given in Algorithm 6. However, it is important to notice that this better flexibility
is obtained at the expense of lower performances of the matrix × vector product (approximately by a factor of 2 in our experimentations). This can be explained by the loss of data
locality, that results in less efficient cache usage as compared to the CRS representation.
For this reason, in the case where a large number of matrix × vector products need to be
computed (e.g. in a Conjugate-Gradient based iterative solver described further), it may be
more efficient to convert the dynamic matrix into the CRS format. The conversion routine
can be also used to interface the dynamic matrix data structure with sparse direct solvers
(SuperLU, TAUCS, MUMPS . . . ) that use the CRS format. The source code of the conversion routine is given in Algorithm 7. This function is not difficult to implement. The only
thing that one needs to take care of is the additional parameter array_base that deserves
some explanations. The C and FORTRAN languages do not use the same convention for
array indexing. The first entry of an array is indexed by 0 in C, and by 1 in FORTRAN. For
this reason, if the CRS matrix is meant to be used by a FORTRAN routine, this parameter
needs to be set to 1.
Now that we have seen the elementary data structures for sparse matrices, the algorithm
to manipulate them and their implementation in C and C++, we will see some popular
algorithms to solve linear systems.

2.2.2

Solving Linear Systems

A wide class of geometric modeling problems require to solve a large sparse linear system,
i.e. an equation of the form Ax = b, with A that denotes a n × n non-singular square matrix,
b a vector of dimension n, and x the unknown vector (of dimension n). In this section, we
describe several methods to solve these linear systems.
Relaxation
The relaxation method is the most simple, both from the conceptual and the implementation
points of view. This method was widely used in the 90’s to implement geometry processing
algorithm. It was then later replaced by more efficient algorithms, listed further.
The relaxation method can be easily understood by considering the problem Ax = b as
a linear system:

a1,1 x1 +a1,2 x2 + . . . +a1,n xn = b1




..


.









ai,1 x1

+ai,2 x2

+ . . . +ai,n xn
..
.

= bi

an,1 x1

+an,2 x2

+ . . . +an,n xn

= bn

The method consists in traversing the equations one by one, and compute for each
equation i the value of xi obtained by pretending that all the other variables x j for j 6= i are
1 this is done by doubling the size of the memory space allocated to the container each time a copy operation
is necessary. This makes the number of copies decrease as a function of the log of the final size.
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known. This gives the following update scheme for the variable xi :
!
1
xi ←
bi − ∑ ai, j x j
ai,i
j6=i
The complete algorithm for the relaxation method can then be written as :
while kAx − bk < ε
for i from 1to n

xi ← a1i,i bi − ∑ j6=i ai, j x j
end//for
end//while
with ε the precision specified by the user. It is also possible to specify a maximum number
of iterations, so that the algorithm stops even if it does not converge.
As can be seen, this algorithm cannot be applied to matrices with zero values on the
diagonal. More generally, it is possible to prove a sufficient condition for convergence. If
the matrix is diagonal dominant, i.e.
∀i, |ai,i | > ∑ |ai, j |
j6=i

then the algorithm converges.
It is possible to speed-up this algorithm, by using the fact that the update applied to
each variable xi “points toward the right direction”. Intuitively, going “a bit further” in that
direction, by multiplying the displacement by a factor ω, is likely to accelerate the speed
of convergence. The so-modified update scheme is as follows :
x prev
xi
xi

←
←
←

xi
1
ai,i


bi − ∑ j6=i ai, j x j
x prev + ω(xi − x prev )

This update scheme first computes the update of xi as before, and then multiplies this
displacement relative to the previous value x prev by a factor ω. It is possible to prove
that the algorithm converges under the same conditions as relaxation (diagonal dominant
matrix), and for ω ∈ [1, 2[. The so-modified algorithm is referred to as SOR (successive
over-relaxation). By rewriting the update scheme in a more compact form, the complete
SOR algorithm is given by:
while kAx − bk < ε
for i from 1 to n

xi ← (1 − ω)xi + aωi,i bi − ∑ j6=i ai, j x j
end//for
end//while
The optimal choice for the parameter ω is determined by the eigenvalues of the matrix A.
Generally, computing those eigenvalues is much more expensive than solving the system.
For this reason, either a theoretical study of the numerical problem can give the optimal ω,
or it is determined in an empirical way.
The main advantage of the SOR method is its simplicity, from both the conceptual and
implementation point of view. This simplicity favored its use in the geometry processing
community[Tau95a] . However, as we will see further, the community now uses more efficient
methods, such as the conjugate gradient and sparse direct solvers.
[Tau95a]

G. Taubin. A signal processing approach to fair surface design. In SIGGRAPH Conference Proceedings, pages 351–358. ACM, 1995.
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The conjugate gradient method
The conjugate gradient method is much more efficient, and does not require much efforts
to be implemented. This algorithm is based on the equivalence between solving the linear
system Ax = b and minimizing the quadratic form F(x) = 1/2xt Ax − bt x. More precisely,
the algorithm computes a basis of vectors that is orthogonal in the space of the matrix (i.e. a
basis of conjugate vectors), by applying the Gramm-Schmidt orthogonalization algorithm.
Fortunate simplifications in the computations make it possible to obtain the vectors of the
basis one by one, by only keeping one vector in memory. The next one is then obtained as
a linear combination of the previous one and the gradient ∇F = Ax − b at the current point
x. The complete algorithm can be written as follows :
Algorithme 8 Pre-conditioned Conjugate Gradient
i ← 0; r ← b − Ax; d ← M−1 r;
δnew ← rT d; δ0 ← δnew ;
while i < imax et δnew > ε 2 δ0
q ← Ad; α ← δdnew
Tq ;
x ← x + αd; r ← r − αq;
s ← M−1 r; δold ← δnew ;
δnew ← rT s; β ← δδnew ;
old
d ← r + β d; i ← i + 1;
end
In this algorithm, the matrix M, called a preconditioner, allows to speed-up the speed
of convergence of the algorithm. For instance, the Jacobi preconditioner is simply equal
to the diagonal terms of the matrix A. More sophisticated preconditioners exist, however,
our experiments have shown that reasonably efficient results are obtained with the Jacobi
preconditioner.
As can be seen in this algorithm, the most complicated operation is a matrix × vector
product. All the other computations are simply dot products between vectors, and linear
combinations of vectors.
The conjugate gradient method cannot be applied to non-symmetric matrices. For a
non-symmetric matrix, it is possible to apply the conjugate gradient method to the normal
equation At Ax = At b. The resulting method is called conjugate gradient squared (CGSQ).
However, since this squares the condition number, the loss of numerical stability makes
this method not suitable in general.
Another idea consists in deriving from the system Ax = b an equivalent symmetric
system, as follows:
   

0
b
Id A
=
At 0
x
0
It is then possible to applied the conjugate gradient method to this system. This defines the
BiCG algorithm Bi Conjugate Gradient. A variant named BiCGSTAB (stabilized BiCG)
accelerates the speed of convergence.
The reader interested in more details about the underlying theory can read the excellent
tutorial by Jonathan Shewchuck available on the web[She94] .
Sparse direct solvers
Another method to solve a linear system consists in factorizing the matrix, into a product
of matrices that are simple to invert. For instance, the LU factorization consists in finding
[She94]

Jonathan Richard Shewchuk. An introduction to the conjugate gradient method without the agonizingpain. Technical report, CMU School of Computer Science, 1994. ftp://warp.cs.cmu.edu/quakepapers/painless-conjugate-gradient.ps.
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Name
OpenNL
SuperLU
TAUCS
MUMPS
UMFPAK

Location
http://alice.loria.fr/software
http://crd.lbl.gov/~xiaoye/SuperLU/
http://www.tau.ac.il/~stoledo/taucs/
http://graal.ens-lyon.fr/MUMPS/
http://www.cise.ufl.edu/research/sparse/umfpack/
Table 2.1: Some freely available sparse direct solvers.

method
relaxation - SOR
conjugate gradient
direct methods

pros
easy to implement
low memory cost
easy to implement
low memory cost
the most efficient
public codes available

cons
unefficient
reasonably efficient
high memory cost
implementations are complex

Table 2.2: Classes of linear solver, pros and cons
the lower triangular matrix L and the upper triangular matrix U such that the product LU
is equal to the matrix A of the system. If the matrix is symmetric, U corresponds to the
transpose of L. Once this factorization is obtained, it is then very easy to solve linear
systems that involve A = LU, as follows:

Lx1 = b
LUx = b →
Ux = x1
Thus, this algorithm solves the linear system by solving two triangular systems (by successive substitutions). From a conceptual point of view, the Gauss pivot method tought in
class corresponds to this algorithm (formalized in a slightly different way).
In the case of sparse matrices, different methods can compute the factors L and U,
also represented by sparse matrices. The corresponding algorithms are quite difficult to
implement. Fortunately, different libraries, available on the net, propose freely available
implementations (see Table 2.1). Our OpenNL front-end provides an OpenGL-like API to
construct a sparse linear system row by row, to remove degrees of freedom as explained
in Section2.2.4 and then solves the linear system either with its built-in iterative solver, or
with one of the interfaced sparse direct solver.
As remarked by Botsch et. al[BBK05] , this direct solvers are particularly efficient for
geometry processing problems with surfacic meshes. Among these solvers, TAUCS has
the noticeable functionality of operating in an Out-Of-Core manner, by storing the L and U
factors on the disk. This makes it possible to solve huge linear systems.
Conclusions on linear solvers
We conclude this subsection with a short summary of these linear system solvers (Table
2.2). In a nutshell, SOR-like methods are both easy to understand and to implement, but do
not perform well for more than 10K variables. The conjugate-gradient method realizes a
good trade-off between the ease of implementation and efficiency. Direct sparse solvers are
the most efficient, but may sometimes consumes considerable amounts of RAM. Finally,
direct solvers with Out-Of-Core storage[MIT06] let the user benefit from the high efficiency
of sparse direct solvers while keeping the control of the used amount of RAM.
[BBK05]
[MIT06]

Mario Botsch, David Bommes, and Leif Kobbelt. Efficient linear system solvers for mesh processing. In IMA Mathematics of Surfaces XI, Lecture Notes in Computer Science, 2005.
Omer Meshar, Dror Irony, and Sivan Toledo. An out-of-core sparse symmetric indefinite factorization method. ACM Transactions on Mathematical Software, 32:445–471, 2006.
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Figure 2.4: Stationnary points. The points P1 and P4 are local maxima, P2 is an inflexion
point, P5 is a local minimum and P3 is the global minimum.

2.2.3

Functions of many variables

We now focus on functions F : x 7→ F(x) from Rn to R. For instance, such a function
can formalize the geometric criterion that should be met by a surface. In this context, the
arguments of the functions is a vector x that gathers all the coordinates at all the vertices
of the mesh. The function returns a real number that measures the “fairness” of the sodescribed geometry (in the usual definitions, lower values of this quantity correspond to a
better quality). The optimization algorithm then seeks for the parameters of the function
– i.e. the coordinates at the vertices – that minimize the function. In this context, such a
function is also called an “energy”, or an “objective function”. Variational methods minimize an objective function by studying the variations of F(x) in function of the parameters
x = [x1 , . . . xn ]. These variations are formalized by the derivatives of F(x). More specifically, we will focus on methods that operate at order 2. This requires to define the notion
that corresponds to the first order derivative for multivariate functions (called the gradient)
and the one that corresponds to the second order derivative (called the Hessian). We will
then study some theorems that facilitate the computations in expressions that combine the
derivatives of F.
The gradient
The differential information at order 1 is represented by the vector of all derivatives relative
to all variables, called the gradient of F, and denoted by ∇F:


∂ F/∂ x1


..


.



∇F =  ∂ F/∂ xi 



..


.
∂ F/∂ xn
The notion of gradient is very useful in minimization, since a minimum is characterized
by the fact that the gradient of F is zero (if F is C1 ). However, the zero-set of the gradient
(also called the set of stationnary points) also contains other points, as shown in Figure 2.4
for the univariate case. First, a minimum can be local (rather than global), but the situation
can be even worse: a stationary point can also be a (local or global) maximum. It can also
be an inflexion point. To further characterize a stationary point, it is also necessary to check
the sign of the second order derivative.
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A

B
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D

Figure 2.5: Stationary points. A: local minimum (positive definite Hessian); B: local maximum (negative definite Hessian); C: gutter (positive but non-definite Hessian); D: saddle
point (Hessian with positive and negative eigenvalues)
We now give little theorems that facilitate calculation with gradients:
(1) kxk2

= xt x

(2) ∇(bt x)

= ∇(xt b)

= b

(3) ∇(xt Ax) = (A + At )x

= 2Ax if A is symmetric

(1) is just an easy way of unifying the squared norm of a vector and matrix products
(we will use it further). (2) is also trivial. To prove (3), we expand xt Ax and compute its
derivatives relative to the variables xi :
xt Ax

= ∑ ∑ ak1 ,k2 xk1 xk2
k1 k2

!
∂ xt Ax
∂ xi

=

∂
∂ xi

ai,i xi2 + xi

∑ ai,k2 xk2 + xi ∑ ak1 ,i xk1

k2 6=i

k1 6=i

= 2ai,i xi + ∑ ai,k2 xk2 + ∑ ak1 ,i xk1
k2 6=i

k1 6=i

= ∑ ai,k2 xk2 + ∑ ak1 ,i xk1
k2

k1

= ∑(ai, j + a j,i )x j
j

One can check that this expression corresponds to the i-th row of (A + At )x 
The Hessian
The differential information to order 2 is represented by the matrix of all second order
derivatives relative to all couples of variables (xi , x j ), called the Hessian of F, and denoted
by ∇2 F:

 2
∂ /∂x1 ,x1 . . . ∂ 2 /∂x1 ,xn






.
.
2
..
..
∇ F =





∂ 2 /∂xn ,x1 . . . ∂ 2 /∂xn ,xn
As for univariate functions, it is possible to compute a Taylor series expansion for a
multivariate function, around a point x0 . This gives a good (second order) approximation
of F(x0 + p) as a function of the displacement vector p from x0 :

F(x0 + p) ' F(x) + pt (∇F(x0 )) + 1/2pt ∇2 F(x0 ) p
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As previously mentioned, the Hessian gives more information about a stationary point.
Figure 2.5 shows some configurations that can be encountered in the case of a function of
two variables. According to the sign of the eigenvalues of the Hessian, the configuration is a
local minimum (A), a local maximum (B), a gutter (C), or a saddle point (D). Therefore, to
minimize a function F, finding the zero-set of the gradient is in general not sufficient. One
also needs to check the sign of the eigenvalues of the Hessian. Even if they are positive,
this may be a local minimum.

2.2.4

Quadratic Optimization

Quadratic Forms
A quadratic form is a polynomial function such that the degree of its terms is not larger
than 2. It is always possible to write a quadratic form as follows:
F(x) = 1/2xt Gx + xt c + α
where G is a n × n symmetric matrix, c is a vector of Rn , and α a scalar. Finding the
stationary point(s) of a quadratic form is quite easy, by studying its gradient:
∇F(x) = 0 ⇔ Gx + c = 0
Thus, minimizing a quadratic form or solving a symmetric linear system are two problems
that are equivalent.
Least squares
We suppose that we want to solve a linear system of equations such that the number m of
equations is greater than the number n of variables:


 a1,1 x1 + . . . + a1,n xn

= b1
..
.




= bm

am,1 x1 + . . . + am,n xn

or Ax = b. In the general case, the system has no solution. It is then possible to try to find
the “least bad” solution, i.e. the vector x that minimizes the sum of the squared residuals:
m

F(x) = ∑

i=1

n

∑ ai, j x j − bi

!2
= kAx − bk2

j=1

The function F is a quadratic form, that can be written as follows (theorem (1)):
F(x) = kAx − bk2 = (Ax − b)t (Ax − b) = xt At Ax − 2xt At b + bt b
(the two terms xt At b and bt Ax are equal, since they are scalars, or 1 × 1 matrices, that are
symmetric). The vector x that minimizes F is such that ∇F = 0. Therefore (theorems (2)
and (3)):
∇F(x) = 2At Ax − 2At b = 0
We retrieve the classical formula for the least squares, also called linear regression. The
vector x that minimizes kAx − bk2 satisfies At Ax = At b.
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Least squares with reduced degrees of freedom
For some algorithms, it may be useful to remove some degrees of freedom of the system,
by fixing some parameters of the objective function [Lé05]. Formally, this means that
the vector x of parameters is partitioned into two sub-vectors x = [x f |xl ]. The first n f
components x f = [x1 . . . x f ] correspond to the f ree parameters, and the remaining n − n f
components xl = [xn f +1 . . . xn ] correspond to the locked parameters. Thus, the function F
solely depends on the vector x f , and can be rewritten as :


xf


F(x f ) = kAx − bk2 = [A f | Al ] 




2


−b

xl

Partitioning the vector x into two subvectors [x f , xl ] naturally partitions the matrix A into
two submatrices A f , Al (in the product Ax, the coefficients of A that weight parameters in
x f are in A f , and those that weight parameters in xl are in Al ). It is then possible to isolate
the terms that depend of x f :
F(x f ) = kA f x f + Al xl − bk2
By introducing b0 = Al xl − b, and by using the least-squares formula proved in the previous
section, one retrieves the equation satisfied by the minimizer x f of F:
Atf A f x f = Atf b0

2.2.5

or

Atf A f x f = Atf b − Atf Al xl

Non-linear optimization

We now focus on the more difficult problem of minimizing non-linear functions. In this
section, we present the Newton method, that can compute a stationary point of a non-linear
function. Other methods exist, and the interested reader may read reference books[NW00]
for more details.
Univariate functions
We first consider the case of a univariate function. The following algorithm iteratively
computes a stationary point of the function f :
while | f 0 (x)| > ε
p ← − f 0 (x)/ f 00 (x)
x ← x+ p
end // while
The algorithm works as follows: at each step, we compute the second order of the
function f around the current point x. This approximation is called a model function, since
it gives a good approximation (or a good model) of the variations of f around x in function
of a displacement p:
f (x + p) ' f˜x (p) = f (x) + p f 0 (x) + p2 /2 f 00 (x)
Then, the algorithm computes the displacement
gives:
f˜x0 (p)
=
f 0 (x) + p f 00 (x) =
p
=

p that minimizes the model function. This
0
0
− f 0 (x)/ f 00 (x)

Finally, the current location is updated: x ← x+ p, and the algorithm iterates all the previous
steps.
[NW00]

Nocedal and Wright. Numerical Optimization. Springer, 2000.
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Multivariate functions
The previous (univariate) algorithm can be easily adapted to the multivariate case. As
we have seen in the previous section, the second order Taylor expansion of a multivariate
function F is given by :

F(x + p) ' F̃x (p) = F(x) + pt (∇F(x)) + 1/2pt ∇2 F(x) p
It is clearly a quadratic form. We then find the displacement p p that minimizes this
quadratic form:
= 0
∇F̃x (p)

(∇F(x)) + ∇2 F(x) p = 0
−1
p
= − ∇2 F(x)
(∇F(x))
The Newton algorithm for multivariate functions can then be given by:
while k∇F(x)k > ε
solve (∇2 F(x))p = −(∇F(x))
x ← x+ p
end // while
In other words, to minimize a non-linear function, the Newton algorithm minimizes
a series of quadratic form (by solving a series of linear systems). To solve those linear
systems, one may use one of the methods listed in Section 2.2.2
A particular case: sum of squares
We now focus on Newton’s method, in the particular case where the function F to minimize
can be written as a sum of squares:
m

F(x) = 1/2 ∑ fi (x)2
i=1

In that case, it is possible to simplify the computations, by writing the expressions of
the gradient ∇F and Hessian ∇2 F (involved in Newton’s algorithm), as a function of the
Jacobian matrix of the vector-function f defined by f = [ f1 f2 . . . fm ]. The Jacobian matrix
J is a matrix m × n that gathers all the first-order derivatives of the fi ’s with respect to all
variables x j :
 ∂f

1
. . . ∂∂ xfn1
∂ x1




 .
.. 

.
J=
. 
 .




∂ fm
∂ fm
. . . ∂ xn
∂x
1

The gradient ∇F and Hessian

∇2 F

are then given by :

∇F
∇2 F

= Jt F
= Jt J + Q

where Q

=

m

∑ fi (x)Gi (x)
i=1

where Gi denotes the Hessian of the function fi .
In most cases, the matrix Q that gathers all the terms of order greater than 2 can be
neglected (except for the problem said to be of large residuals). By neglecting this term Q,
one obtains the Gauss-Newton algorithm :
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while k∇F(x)k > ε
solve Jt J p = −Jt F
x ← x+ p
fin // while
In some cases, the Hessian Jt J may degenerate and become singular. In other words,
the matrix is no-longer invertible. However, the problem comes from the presence of an
infinity of solution (rather than no solution). By consequence, it is possible to select one of
these solutions, by using the Moore-Penrose generalized inverse :
(Jt J)† = lim (Jt J + εI)−1 J
ε→0

where I denotes the identity matrix.
In practice, a small value of ε is used (for instance, a value proportional to the trace of
Jt J). This yields the Levenberg-Marquardt algorithm :
while k∇F(x)k > ε
solve (Jt J + εI)p = −Jt F
x ← x+ p
fin // while

2.2.6

Constrained Optimization - Lagrange Method

We now focus on the problem of constrained optimization. A constrained optimization
problem can be formalized by:
minimize F(x)

with


G1 (x)



 G2 (x)





= 0
= 0
..
.

Gm (x) = 0

where F and G1 , G2 . . . Gm are functions from Rn to R. The functions Gi are called constraints.
An important theorem, known as the KKT condition2 , states that the minimizer of F that
satisfies the Gi constraints is also a stationary point of the function L, defined by:
m

L(x, λ ) = F(x) + ∑ λi Gi (x)
i=1

The function L, called the Lagrangian of the constrained optimization problem, depends of
m additional λi parameters, associated with the m constraints Gi .
The stationnary points of the Lagrangian L can be found by the Newton method, presented in the previous section.

2.3

Functional Analysis

The numerical optimization methods that we have seen in the previous section solve linear
systems and optimize multi-variate functions. However, geometric modeling problems are
seldom directly formalized in either these two forms (linear system or objective function).
2 named

after its authors, Karush, Kuhn andTucker
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In general, they are rather formalized as a PDE (Partial Derivative Equation) or a variational optimization problem. For this reason, we will see in this section several notions of
functional analysis and finite elements theory that allow such equations to be discretized
and translated into a numerical optimization problem. The reader is referred to the article
by Arvo[Arv95] , that explains the importance of these notions in the domain of numerical
light simulation. In our context, we will use the same notions as a basic formalism for
geometry processing.

2.3.1

Hilbert spaces

Given a surface S, let X denote the space of real-valued functions defined on S. Given a
norm k.k, the function space X is said to be complete with respect to the norm if Cauchy
sequences converge in X, where a Cauchy sequence is a sequence of functions f1 , f2 , . . .
such that limn,m−>∞ k fn − fm k = 0. A complete vector space is called a Banach space.
√ The space X is called a Hilbert space in the specific case of the norm defined by k f k =
< f , f >, where < ., . > denotes
an inner product. A possible definition of an inner
R
product is given by < f , g >= S f (x)g(x)dx, which yields the L2 norm.
One of the interesting features provided by this additional level of structure is the ability
to define function bases and project onto these bases using the inner product. Using a
function basis (Φi ), a function f will be defined by f = ∑ αi Φi . Similarly to the definition
in geometry, a function basis (Φi ) is orthonormal if kΦi k = 1 for all i and < Φi , Φ j >= 0
for all i 6= j. Still following the analogy with geometry, given the function f , one can easily
retrieve its coordinates αi with respect to an orthonormal basis (Φi ) by projecting f onto
the basis, i.e. αi =< f , Φi >.

2.3.2

Operators

We now give the basic definitions related with operators. Simply put, an operator is a
function of functions (i.e. from X to X). An operator L applied to a function f ∈ X is
denoted by L f , and results in another function in X. An operator L is said to be linear if
L(λ f ) = λ L f for all f ∈ X, λ ∈ R. An eigenfunction of the operator L is a function f such
that L f = λ f . The scalar λ is an eigenvalue of L. In other words, the effect of applying the
operator to one of its eigenfunctions means simply scaling the function by the scalar λ .
A linear operator L is said to be Hermitian (or with Hermitian symmetry)3 if < L f , g >=<
f , Lg > for each f , g ∈ X. An important property of Hermitian operators is that their eigenfunctions associated to different eigenvalues have real eigenvalues and are orthogonal. This
latter property can be easily proved as follows, by considering two eigenfunctions f , g associated with the different eigenvalues λ , µ respectively:
< L f , g > = < f , Lg >
< λ f , g > = < f , µg >
λ < f,g > = µ < f,g >
which gives the result (< f , g >= 0) since λ 6= µ.

2.3.3

Finite Elements Modeling

We now consider a linear partial derivatives equations, i.e. an equation in the form L f = g,
where L is a linear differential operator, f is the unknown function that we try to find, and
3 the

general definition of Hermitian operators concerns complex-valued functions, we only consider here realvalued functions.
[Arv95]

James Arvo. The Role of Functional Analysis in Global Illumination. In P. M. Hanrahan and
W. Purgathofer, editors, Rendering Techniques ’95 (Proceedings of the Sixth Eurographics Workshop
on Rendering), pages 115–126, New York, NY, 1995. Springer-Verlag.
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the function g is the right-hand side. The classical finite elements formulation (Galerkin)
projects this equation onto a function basis (φ k ). In our case, this function basis (φ k ) is
also used to represent the solution. This yields the following formulation :
n

f

=

∑ αk φ k
k=1
n

g

=

∑ βk φ k

k=1

∀ j, < L f , φ j > = < g, φ j >
that can be rewritten in matrix form :
Qα = Bβ
where Qi, j =< Lφ i , φ j >, Bi, j =< φ i , φ j > and where α denotes the vector [α1 , α2 , . . . αn ].
The matrix Q is called the stiffness matrix, and B is called the mass matrix.

2.4

Geometry Processing

The mathematical tools that we have seen in the previous two sections, that is to say numerical optimization (Section 2.2) and functional analysis (Section 2.3.3) allow us to enter
the heart of the matter, i.e. geometry processing. We give in this section a quick overview
of the state of the art in this domain, and focus on some open problems. The next chapters
will present my contributions to attempt to solve these problems.
Digital Geometry Processing recently appeared (in the middle of the 90’s) as a promising avenue to solve the geometric modeling problems encountered when manipulating
meshes composed of million elements. Since a mesh may be considered to be a sampling
of a surface - in other words a signal - the digital signal processing formalism was a natural theoretic background for this discipline (see e.g. [Tau95a] ). The discipline then studied
different aspects of this formalism applied to geometric modeling. We quickly introduce
below the main aspects of Digital Geometry Processing, namely multi-resolution, discrete
fairing and mesh parameterization
Multi-resolution: Together with the sampling aspects, resolution problems naturally
appeared: to accurately sample a signal, Shannon-Nyquist’s law states that the sampling
frequency needs to be at least equal to twice the highest frequency of the signal. For a
signal that has a wide spectrum of frequencies, this is a waste of both storage space and
computation time. Multi-resolution methods provide a natural answer to this problem,
by splitting the signal into a set of components (named harmonics), with the possibility
of using a sampling rate adapted to each harmonic. Peter Schroeder was one of the pioneers who applied this formalism (in particular, a family of functions called wavelets)
to global light simulation [Sch94] and Steven Gortler applied them to geometric modeling
problems. However, constructing a multi-resolution representation from a given geometric
object is a non-trivial problem. Motivated by data simplification and Level-of-Detail-based
visualization, Hugues Hoppe developed the Progressive Mesh data structure in [Hop96] . A
progressive mesh is represented by a simplified base mesh and a series of refinement operations. Transforming an object into a progressive mesh naturally separates the different
geometric frequencies of the initial object. Based on this observation, progressive meshes
[Tau95a]
[Sch94]
[Hop96]

G. Taubin. A signal processing approach to fair surface design. In SIGGRAPH Conference Proceedings, pages 351–358. ACM, 1995.
P. Schroeder. Wavelet Methods for Global Illumination. PhD thesis, Princeton University, 1994.
H. Hoppe. Progressive meshes. In SIGGRAPH Conf. Proc., pages 99–108. ACM, 1996.
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(or similar data structures) were used to construct multi-resolution geometric representa+
tions [EDD 95] and to define multi-resolution modeling and processing tools acting on them
[KCVS98] , [GSS99a] .
Discrete fairing: Adapting to meshed models all the modeling tools available with the
“Curves and Surfaces” representation is another challenge of the Digital Geometry Processing discipline. In “Curves and Surfaces” representations, the geometry is represented by a
set of parametric surfaces. Time and effort has been devoted to the problem of optimizing
the shape of a surface, by minimizing a “fairness” criterion. Fairness is often defined using
notions from differential geometry (mean curvature, Gaussian curvature . . . ) or approximation of physics (thin-plate energy). In general, optimizing the fairness means solving a
Partial Differential Equation [BW90] . Adapting this formalism to the case of a discrete mesh
model was an active research area. Kobbelt coined the term discrete fairing in [Kob97] to
qualify this family of approaches.
Mesh parameterization: Mesh parameterization is another problem for which the
Digital Geometry Processing have been investing much activity these last few years. “Curves
and Surfaces” geometric models are represented by parametric functions. This representation is useful for many application domains, including attaching properties to the surface
(they can be represented by 2D data structures in parameter-space), or meshing algorithms.
For this reason, methods to obtain a parametric representation from a mesh model were
investigated. In his pioneering work[Flo97] , motivated by a Spline fitting problem, Michael
Floater had the idea to use Tutte’s barycentric mapping theorem[Tut60a] to construct a piecewise linear parameterization of a triangulated mesh homeomorphic to a disc. Many papers
have been then published on this specific topic, relaxing the constraint of using a fixed convex boundary in parameter space, and minimizing different deformation criteria, adapted to
different application domains. The SIGGRAPH conference now devotes an entire session
to this specific issue, and Michael Floater reports more than 20 parameterization papers
published each year in major conferences and journals. His recent survey[FH04] lists the
most significant advances in this area.
Open problems: Although many advances have been made in the Digital Geometry
Processing area, important problems still remain open. Even if shape acquisition and filtering is much easier than 30 years ago, a scanned mesh composed of 30 millions of triangles
cannot be used directly in real-time visualization or complex numerical simulation. For
this reason, automatic methods to convert those large meshes into higher level representations are necessary. However, these automatic methods do not exist yet. For instance,
the pioneer Henri Gouraud (see Figure often mentions in his talk that the data acquisition
problem is still open. Malcolm Sabin, another pioneer of the “Curves and Surfaces” and
“Subdivision” approaches, mentioned during several conferences of the domain that con[EDD+ 95]
[KCVS98]
[GSS99a]
[BW90]
[Kob97]
[Flo97]
[Tut60a]
[FH04]

M. Eck, T. DeRose, T. Duchamp, H. Hoppe, M. Lounsbery, and W. Stuetzle. Multiresolution
analysis of arbitrary meshes. In SIGGRAPH Conference Proceedings, pages 173–182. ACM, 1995.
L. Kobbelt, S. Campagna, J. Vorsatz, and H.P. Seidel. Interactive multi-resolution modeling on
arbitrary meshes. In SIGGRAPH Conference Proceedings, pages 105–114, 1998.
I. Guskov, W. Sweldens, and P. Schröder. Multiresolution signal processing for meshes. In SIGGRAPH Conference Proceedings, pages 325–334. ACM, 1999.
M.I.G. Bloor and M.J. Wilson. Using PDEs to generate free-form surfaces. CAD, 22, 1990.
L. Kobbelt. Discrete fairing. In Proceedings of the Seventh IMA Conference on the Mathematics of
Surfaces, pages 101–131, 1997.
M. Floater. Parametrization and smooth approximation of surface triangulations. Computer Aided
Geometric Design, 14(3):231–250, April 1997.
W. Tutte. Convex representation of graphs. In Proc. London Math. Soc., volume 10, 1960.
M. S. Floater and K. Hormann. Surface parameterization: a tutorial and survey. In M. S. Floater
N. Dodgson and M. Sabin, editors, Advances on Multiresolution in Geometric Modelling. SpringerVerlag, 2004.
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structing the optimum control-mesh of a subdivision surface so as to approximate a given
surface is still an open problem. More generally, converting a mesh model into a higher
level representation, consisting of a set of equations, is a difficult problem for which no
satisfying solution have been proposed. This is one of the long-term goals of international
initiatives, such as the AIM@Shape4 European network of excellence.

4 http://www.aim-at-shape.net

Chapter 3

Parameterization
This chapter is a combination of the section Setting the boundary free of my course notes
for the course Mesh Parameterization, Theory and Practice, that I co-organized at the SIGGRAPH 2007 conference, with Alla Sheffer and Kai Hormann [HLS+ 07], and the section
Mesh parameterization that I wrote for the SIGGRAPH course 3D Modeling with Mesh
Models, organized by Mario Botsch and Mark Pauli [BPK+ 07]. We will publish the latter
next summer July 2008) in the form of a book (Polygonal Mesh Processing (editions AK
Peters).
In this chapter, we introduce the notion of surface parameterization. In particular, we
focus on deformation analysis, based on the first fundamental form. We will then study
the particular case of triangulated surfaces, and will show how it is possible to translate
deformation analysis from the continuous to the discrete setting. Using this approach, we
will show how it is possible to define new mesh parameterization methods. In this context,
I present my following contributions :
 Parameterization for sheared triangulated meshes [LM98], [LJL00]
 Constrained texture mapping [Lé01]
 Least-squares conformal maps [LPRM02]
 Angle-based parameterization [SLMB04]
 Application: re-meshing [ACSD+03]
 Application: surface extrapolation [Lé03]
 Application: light simulation [LLAP05]

3.1

Notion of Parameterization

This section is an attempt to give an intuition of the notion of parameterization. Readers
already familiar with this notion may skip this section. A parameterization of a 3D surface
is a function putting this surface in one-to-one correspondence with a 2D domain. This
notion plays a central role in numerical geometry, since it makes it possible to transform
complex 3D problems into a 2D space where they are simpler to solve. The next section
aims at giving an intuitive view of what a parameterization is.

3.1.1

World Map and Spherical Coordinates

Let us consider the problem of drawing a map of the world. As shown in Figure 3.1, the
problem is to find a way to ‘unfold’ the surface of the world, in order to obtain a flat 2D
surface. Since the surface of the world is closed, to unfold it, it is necessary to cut it. For
instance, it can be cut along a meridian, i.e. a curve joining the two poles. In the unfolding
31
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Figure 3.1: Cut me a meridian, and I will unfolding the world !
process, note that the two poles are stretched and become two curves. The North pole is
transformed into the [A −C] segment, and the south pole into the [B − D] segment1 . It can
also be noticed that the meridian along which the sphere has been cut corresponds to two
different curves: the [A − B] and the [C − D] segments. In other world, if a city is located
exactly on this meridian, it appears on the map twice. As shown in Figure 3.2, it is possible
to provide each point of the map with two coordinates (θ , φ ). In the mapping shown in
Figure 3.1, the (x, y, z) coordinates in 3D space and the (θ , φ ) coordinates in the map are
linked by the following equation, referred to as a parametric equation of a sphere :
θ
φ


 x(θ , φ ) = R. cos(θ ). cos(φ )
∈ [0 . . . 2.π],
y(θ , φ ) = R. sin(θ ). cos(φ )
7→
∈ [−π . . . π]

z(θ , φ ) = R. sin(φ )

(3.1)

where R denotes the radius of the sphere. Note that this equation is different from the
implicit equation of the sphere x2 + y2 + z2 = R2 . The implicit equation provides a mean of
testing whether a given point is on the sphere, whereas the parametric equation describes a
way of transforming the [0 . . . 2.π] × [−π . . . π] rectangle into a sphere.
Concerning the parametric equation, the following definitions can be given :
 The coordinates (θ , φ ) at a point p = (x, y, z) are referred to as the spherical coordinates
at p.
 Each vertical line in the map, defined by θ = Constant, corresponds to a curve on the 3D
surface, referred to as an iso-θ . In our case, the iso-θ curves are circles traversing the
two poles of the sphere (the meridians of the globe).
 Each horizontal line in the map, defined by φ = Constant corresponds to an iso-φ curve.
In our case, the iso-φ curves are the parallels of the globe, and the iso-φ corresponding
to φ = 0 is the equator.
As can be seen in Figure 3.2, drawing the iso-θ and the iso-φ curves helps understanding how the map is deformed when applied onto the surface. In the map, the iso-θ and
iso-φ curves are respectively vertical and horizontal lines, forming a regular grid. Visualizing what this grid becomes when the map is applied onto the surface makes it possible to
see the deformations occurring near the poles. Near the poles, the squares of the grid are
1 Note that this can be different in a real world map. In our example, we ave used a mapping having a simple
equation, i.e. corresponding to a simpler parameterization than in a real world map
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π
φ
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θ
2π

θ
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−π

Figure 3.2: Spherical coordinates

r
z
φ

θ

r

Figure 3.3: How a sweeping circle of variable radius can generate a sphere
highly deformed. We will see further how to measure the corresponding deformations. By
the way, one may wonder where this parametric equation of the sphere comes from. What
follows is an intuitive explanation of spherical coordinates.
As shown in Figure 3.1.1, a sphere may be considered as a stack of circles of variable
radius. A point of one of these circles at a given height z can be defined by its coordinates
x = r. cos(θ ), y = r. sin(θ ), where r denotes the radius of the circle under consideration (the
radius of the ‘slice’), and where θ ∈ [0, 2.π] is a parameter enabling to ‘turn around’ the
slice. Note that r depends on z (the radius of the slice depends on where the slice is cut).
As can be seen in Figure 3.1.1, it is possible to express both r and z in function of another
variable φ , which yields r = R. cos(φ ),z = R. sin(φ ), where R is the radius of the sphere,
and where φ ∈ [−π, π] makes it possible to select the slice. Then, replacing r and z by their
expressions yields the parametric equation of the sphere (see also the previous page) :

θ
φ


 x(θ , φ ) = R. cos(θ ). cos(φ )
∈ [0 . . . 2.π],
y(θ , φ ) = R. sin(θ ). cos(φ )
7→
∈ [−π . . . π]

z(θ , φ ) = R. sin(φ )

(3.2)

To sum-up, the parametric equation of the sphere explains how to construct a sphere,
whereas the usual (implicit) equation makes it possible to test whether a given point belongs
to the sphere. Each point of the sphere has unique θ and φ coordinates, therefore, the
parameterization defines a (curvilinear) coordinate system on the sphere. Note that even
if a point of the sphere has three (x, y, z) coordinates, two coordinates (θ , φ ) are sufficient
to refer to it. A surface of the 3D space is in fact a 2D object, which can be revealed by
expressing a parameterization. The parameter space may be seen as a ‘map’ of the surface.
Before going further, let us consider another example. As shown in Figure 3.1.1, it is
simple to transform a 2D square domain into a torus. A parametric equation of a torus can
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Figure 3.4: How to construct a torus from a sheet of paper.
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Figure 3.5: Elementary displacements from a point (u, v) of Ω along the u and the v axes
are transformed into the tangent vectors to the iso-u and iso-v curves passing through the
point X(u, v)
be given by :
θ
φ

3.1.2


 x(θ , φ ) = (R2 + R1 . cos(θ )) . cos(φ )
∈ [0 . . . 2.π],
y(θ , φ ) = (R2 + R1 . cos(θ )) . sin(φ )
7→
∈ [0 . . . 2.π]

z(θ , φ ) = R1 . sin(θ )

(3.3)

Deformation analysis, anisotropy

The Jacobian matrix and the 1st fundamental form
The previous section has shown some examples of parameterizations. This section now
considers that a parameterization of a given surface is known, and describes means of
quantifying how much the parameter space is distorted when transformed into the surface. The first derivatives of the parameterization are involved in deformation analysis,
it is then necessary to have an intuition of their geometric meaning. In physics, material point mechanics studies the movement of an object, approximated by a point p, when
forces are applied to it. The trajectory is the curve described by the point p when t varies
from t0 to t1 , where t denotes time. The function putting a given time t in correspondence
with the position p(t) = {x(t), y(t), z(t)} of the point p is a parameterization of the trajectory, i.e. a parameterization of a curve. It is well known that the vector of the derivatives
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v(t) = ∂ p/∂t = {∂ x/∂t, ∂ y/∂t, ∂ z/∂t} corresponds to the speed of p at time t.
As shown in Figure 3.5, we consider now a function X : (u, v) 7→ (x, y, z), putting a subspace Ω of R2 in one-to-one correspondence with a surface S of R3 . The scalars (u, v) are
the coordinates in parameter space2 . In the case of a curve parameterization, the curve is
described by a single parameter t. In contrast, in our case, we consider a surface parameterization X(u, v) = {x(u, v), y(u, v), z(u, v)}, and there are two parameters, u and v. Therefore,
at a given point (u0 , v0 ) of the parameter space Ω, there are two “speed” vectors to consider: (∂ X/∂ u)(u0 , v0 ) and (∂ X/∂ v)(u0 , v0 ). It is easy to check that (∂ X/∂ u)(u0 , v0 ) is
the “speed” vector of the curve Cu : t 7→ X(u0 +t, v0 ) at X(u0 , v0 ) and that (∂ X/∂ v)(u0 , v0 )
is the “speed” vector of the curve Cv : t 7→ X(u0 , v0 + t). The curve Cu (resp. Cv ) is the
iso-u (resp. the iso-v) curve passing through X(u0 , v0 ), i.e. the image through X of the line
of equation u = u0 (resp. v = v0 ).
At that point, one may think that the information provided by the two vectors (∂ X/∂ u)
(u0 , v0 ) and (∂ X/∂ v)(u0 , v0 ) is not sufficient to characterize the distortions between Ω and
S in the neighborhood of (u0 , v0 ) and X(u0 , v0 ). In fact, they can be used to compute
how an arbitrary vector w = (a, b) in parameter space is transformed into a vector w0 in
the neighborhood of (u0 , v0 ). In other words, we want to compute the “speed” vector
w0 = ∂ X(u0 + t.a, v0 + t.b)/∂t of the curve corresponding to the image of the straight line
(u, v) = (u0 , v0 ) + t.w. The vector w0 , i.e. the tangent to the curve Cw , can be simply
computed by applying the chain rule, and one can check that it can be computed from the
derivatives of X as follows w0 = a.(∂ X/∂ u)(u0 , v0 ) + b.(∂ X/∂ v)(u0 , v0 ). The vector w0 is
referred to as the directional derivative of X at (u0 , v0 ) relative to the direction w.
In matrix form, w0 is obtained by w0 = J(u0 , v0 ).w, where J(u0 , v0 ) is the matrix of all
the partial derivatives of X:


∂x
∂ u (u0 , v0 )

∂x
∂ v (u0 , v0 )





J(u0 , v0 ) = 



∂y
∂ u (u0 , v0 )

∂y
∂ v (u0 , v0 )

 
 
=
 


∂z
∂ u (u0 , v0 )

∂z
∂ v (u0 , v0 )



..
.
..
∂X
∂ u (u0 , v0 ) .
..
.


∂X
∂ v (u0 , v0 )






(3.4)

The matrix J(u0 , v0 ) is referred to as the Jacobian matrix of X at (u0 , v0 ).
The notion of directional derivative makes it possible to know what an elementary displacement w from a point (u0 , v0 ) in parameter space becomes when it is transformed by
the function X. Let us now consider the dot product w01 .w02 between the images w01 and
w02 of two vectors w1 and w2 . Since w01 = J.w1 and w02 = J.w2 , the dot product w01 .w02 is
then given by w01 .w02 = (J.w1 )t .(J.w2 ) = wt1 .Jt .J.w2 . The matrix Jt .J, referred to as the 1st
fundamental form of X, will be denoted by G in what follows:

G(u0 , v0 ) = Jt .J = 

∂X ∂X
∂u . ∂u

∂X ∂X
∂u . ∂v

∂X ∂X
∂v . ∂u

∂X ∂X
∂v . ∂v




(3.5)

The 1st fundamental form G(u0 , v0 ) is also referred to as the metric tensor of X, since it
makes it possible to measure how distances and angles are transformed in the neighborhood
of (u0 , v0 ). The squared norm of the image w0 of a vector w is given by ||w0 ||2 = wt .G.w,
and the scalar product w01 .w02 = wt1 .G.w2 determines how the angle between w1 and w2
is transformed3 . The next section gives a geometric interpretation of the 1st fundamental
form and its eigen values.
2 since the names θ and φ used in the previous section for the parameters evoke angles, which is not always
appropriate in the general case, the more neutral u and v names are used from now.
3 Reminder on the dot product of two vectors: a.b = ||a||.||b||. cos((a,ˆ b))
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∂x
∂v

x(u,v)

∂x
∂u

dv

v

du

IR

Ω

2

u

IR

3

S

Figure 3.6: Anisotropy: an elementary circle is transformed into an elementary ellipse.
The anisotropy ellipse
The previous section has studied how an elementary displacement from a parameter-space
location (u0 , v0 ) is transformed through the parameterization X. As shown in Figure 3.6,
our goal is now to determine what an elementary circle becomes.
Let us consider the two eigen values λ1 , λ2 of G, and two associated unit eigen vectors
w1 , w2 . Note that since G is symmetric, w1 and w2 are orthogonal. An arbitrary unit vector
w can be written as w = cos(θ ).w1 + sin(θ ).w2 . The squared norm of w0 = J.w is then
given by:
||w0 ||2

= wt .G.w
= (cos(θ ).w1 + sin(θ ).w2 )t .G.(cos(θ ).w1 + sin(θ ).w2 )
= cos2 (θ ).||w1 ||2 .λ1 + sin2 (θ ).||w1 ||2 .λ2 +
sin(θ ). cos(θ )(λ1 .wt2 .w1 + λ2 .wt1 .w2 )
= cos2 (θ ).λ1 + sin2 (θ ).λ2

(3.6)

In Equation 3.6, the cross terms wt1 .w2 and wt2 .w1 vanish since w1 and w2 are orthogonal. Let us see now what are the extrema of ||w0 ||2 in function of θ .
∂ ||w0 (θ )||2
∂θ

= 2. sin(θ ). cos(θ ).(λ2 − λ1 )
= sin(2θ ).(λ2 − λ1 )

(3.7)

The extrema of ||w0 (θ )||2 are then obtained for θ ∈ {0, π/2, π, 3π/2}, i.e. for w = w1
or w = w2 . Therefore, the maximum and minimum values of ||w0 (θ )||2 are λ1 and λ2 ,
and:
 The axes of the anisotropy ellipse are J.w1 and J.w2 ;
√
√
 The lengths of the axes are λ1 and λ2 .
√
√
Note: the lengths of the axes λ1 and λ2 also correspond to the singular values of the
matrix J. We remind that the singular value decomposition (SVD) of a matrix J is given
by :


σ1 0



 t

0
σ
J = UΣV t = U 
2 V



0
0
where U : 3 × 3 and V : 2 × 2 are such that their column vectors form an orthonormal basis
(we also say that they are unit matrices), and Σ is a matrix such that only its diagonal
elementsσ1 , σ2 are non-zero. The scalars σ1 , σ2 are called the singular values of J. In our
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Figure 3.7: Two examples of triangulated surfaces
case, by substituting the Jacobian matrix J with its SVD, we obtain:
G

= Jt J
= (UΣV t )t (UΣV t )
= V Σt U t UΣV t

= V

σ12
0

0
σ22

=


V Σt ΣV t

Vt

Since U is a unit matrix, the central term U t U of the third line is equal to the identity
matrix and vanishes. We then obtain SVD of the matrix G, that is also a diagonalization of
G. By uniqueness of the SVD, we deduce the relation between the eigenvalues λ1 , λ2 of G
and the singular values σ1 , σ2 of J : λ1 = σ12 and λ2 = σ22 .
To summarize this section on deformation analysis, an elementary circle is transformed
into an ellipse. The direction of the axes are given by the eigenvectors of the metric tensor
G, and the lengths of these axes are the square roots of the eigenvalues of G (or the singular
values of the Jacobian matrix J).
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Figure 3.8: A parameterization of a triangulated surface can be defined as a piecewise
linear function, determined by the coordinates (ui , vi ) at each vertex (xi , yi , zi ).

3.2
3.2.1

Parameterization of Triangulated surfaces
Definition

A triangulated surface is a set V of vertices pi , i = 1 . . . n, connected by a set T of triangles.
Each triangle is defined by the triplet (i, j, k) that denotes the indices of its vertices. It is
also sometimes useful to introduce the set E of all the edges (i, j) of the mesh. Thus, a
triangulated surface is defined by the triplet (V, E, F) of vertices V , edges E and triangles
(or facets) F. Figure 3.7 shows two examples of triangulated surfaces.

3.2.2

Parameterization of triangulated surfaces

A natural idea to define a parameterization of a triangulated surface consists in using piecewise linear functions (the pieces correspond to the triangles of the surface). Thus, it is
possible to represent the parameterization by the set of all (ui , vi ) coordinates associated
with each vertex (xi , yi , zi ). Figure 3.8 shows an example of a parameterized triangulated
surface in 3D space and in parametric (u, v) space.
Note: the previous section considered an existing parameterization, whereas this section considers the problem of constructing a parameterization for an existing surface. For
this reason, in contrast with the conventions of differential geometry that we used in the
previous section, it is more natural to place the 3D space (known) to the left of the figures,
and the 2D parametric space (unknown) to the right of the figures. We will see further
more fundamental implications of this “swapping”, when we will explain the formulation
and behavior of classical methods.
At a given point (u, v) of the parametric space Ω, the parameterization X is given by:
X(u, v) = λ1 pi + λ2 p j + λ3 pk
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Figure 3.9: Local X,Y basis in a triangle.
where (i, j, k) denotes the index triplet such that the triangle (ui , vi ), (u j , v j ), (uk , vk ) in
parameter space contains the point (u, v). The triplet (λ1 , λ2 , λ3 ) denotes the barycentric
coordinates at point (u, v) in that triangle.
The barycentric coordinates (λ1 , λ2 , λ3 ) are given by the following linear system:

   
ui u j uk
λi
u
vi v j vk  λ j  = v
λk
1
1 1 1
This system can be easily solved4 :
 

λi
v j − vk
λ j  = 1  vk − vi
2|T |u,v
λk
vi − v j

uk − u j
ui − uk
u j − ui

 
u j vk − u k v j
u
uk vi − ui vk  v
ui v j − u j vi
1

where 2|T |u,v = (ui v j − vi u j ) + (u j vk − v j uk ) + (uk vi − vk ui ) denotes the double of the area
of the triangle (ui , vi ), (u j , v j ), (uk , vk ) in parametric space. Graphic boards (GPUs) are
now able to compute these equations very quickly5 , this allows “painting” the parametric
space with an image and mapping it in 3D space.
To summarize, constructing a parameterization of a triangulated surface means finding
a set of couples (ui , vi ), associated with each vertex i. Moreover, this coordinates need to
be such that the image of the surface in parameter space does not self-intersect. We will
see in what follows several methods to compute these coordinates.

3.2.3

Gradient in a triangle

Deformation analysis, introduced in the previous section, involves the computation of the
gradients of the parameterization as a function of the parameters u and v. In the case of
a triangulated surface, the parameterization is a piecewise linear function. Therefore, the
gradients are constant in each triangle.
Before studying the computation of these gradients, we need to mention that our setting
is slightly different from the previous section. In our case, as previously mentioned, the 3D
surface is given, and our goal is to construct the parameterization. In this setting, it seems
more natural to characterize the inverse of the parameterization, i.e. the function that goes
from the 3D surface (known) to the parametric space (unknown). This function is also
4 for instance, by using Cramer’s formula, that states that the inverse of a matrix M is given by M −1 =
(1/|M|)Co(M)t , where |M| denotes the determinant of M, and Co(M) the co-matrix of M.
5 they use in fact a different methods: barycentric coordinates are incrementally computed during the successive traversal of all the pixels in a triangle.
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Figure 3.10: Iso-u,v curves and associated gradients.
piecewise linear. To port deformation analysis to this setting, it is possible to provide each
triangle with an orthonormal basis X,Y , as shown in Figure 3.9 ( and we can use one of
the vertices pi of the triangle as the origin). In this basis, we can study the inverse of the
parameterization, that is to say the function that maps a point (X,Y ) of the triangle to a
point (u, v) in parameter space. This function is given by :

u(X,Y ) = λ1 ui + λ2 u j + λ3 uk
v(X,Y ) = λ1 vi + λ2 v j + λ3 vk
where (λ1 , λ2 , λ3 ) denote the barycentric coordinates at the point (x, y) in the triangle, computed as before :

 
 
Y j −Yk Xk − X j X jYk − XkY j
λi
X
1 
λ j  =
Yk −Yi Xi − Xk XkYi − XiYk  Y 
2|T |X,Y
λk
Yi −Y j X j − Xi XiY j − X jYi
1
where 2|T |X,Y = (XiY j − Yi X j ) + (X jYk − Y j Xk ) + (XkYi − Yk Xi ) denotes the double area of
the triangle (in 3D space this time).
By substituting the values of λ1 , λ2 and λ3 in u = λ1 ui + λ2 u j + λ3 uk (resp. v), we
obtain:
 
 
!

 ui
ui
∂ u/∂ X
1
Y
−Y
Y
−Y
Y
−Y
j
i
i
j
k
k
u j 
= JT u j  =
2|T |X,Y Xk − X j Xi − Xk X j − Xi
∂ u/∂Y
uk
uk
As shown in Figure 3.10, these gradients are different (but strongly related with) the
gradients of the inverse function, computed in the previous section. The gradient of u (
resp. v) intersects the iso-us (resp. the iso-vs) with a right angle (instead of being tangent
to them), and its norm is the inverse of the one computed in the previous section.
In the particular case where the local basis has its origin at pi and where the X axis is
→
aligned with −
p−
i p j (c.f. Figure 3.9), some simplifications can be made :
Xi = 0
X j = di, j
2|T | = X j ×Yk

; Yi = 0
; Yj = 0
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Figure 3.11: Parameterization with Floater’s method. The parametric coordinates on the
border of the surface are fixed on a convex polygon, and the other ones are obtained by
solving a linear system.
This yields the following expression of the gradient :
∂ u/∂ X

!

∂ u/∂Y



−1/di, j
=
Xk /(di, j ×Yk ) − 1/Yk

 
 ui
1/di, j
0
u j 
−Xk /(di, j ×Yk ) 1/Yk
uk

(3.8)

→
p−
where di, j = k−
i pj k.
Before studying how to use these gradients to minimize deformations, we will see a
classical parameterization method.

3.2.4

Barycentric maps

Barycentric maps are one of the most widely used methods to construct a parameterization of a triangulated surface. This methods is based on Tutte’s barycentric mapping
theorem[Tut60b] , from graph theory, that states :
Given a triangulated surface homeomorphic to a disc, if the (u, v) coordinates at the
vertices of the borders are on a convex polygon, and if the coordinates of the internal
vertices are a barycentric combination of their neighbors, then the (u, v) coordinates form
a valid parameterization (without self-intersections). In formula, the second condition can
be written as :
 
 
ui
uj
∀i, −ai,i
= ∑ ai, j
vi
vj
j∈N
i

where Ni denotes the set of vertices connected to vertex i by an edge, and where the coefficients ai, j satisfy :


 ai, j > 0 si i 6= j
∀i internal vertex ,
(3.9)

 ai,i = − ∑ ai, j
j6=i

[Tut60b]

W. Tutte. Convex representation of graphs. In Proc. London Math. Soc., volume 10, 1960.

42

CHAPTER 3. PARAMETERIZATION

Michael Floater[FH04] had the idea to use this theorem – that characterizes a family
of valid parameterizations – as a method to construct a parameterization. The idea consists in first fixing the vertices of the border on a convex polygon. Then, the coordinates
at the internal vertices are found by solving Equation 3.9. This means solving two linear
systemsAu = u0 and Av = v0 , where the vectors u and v gather all the u (resp. v) coordinates at the internal vertices, and where the right hand side u0 (resp. v0 ) contains the
coordinates at the vertices on the boundary. These two linear systems can be solved by one
of the method presented in Section 2.2. Figure 3.11 shows an example of a parameterization computed by this method (using weights ai, j given further).
The initial proof by Tutte uses sophisticated graph theory tools[Tut60b] . More recently,
a simpler proof was established by Colin de Verdière[dV90] . Finally, a proof based on the
notion of discrete one form was discovered[GGT05] . Since it simply uses simpling counting arguments, this latter proof is accessible without requiring the important graph theory
background involved in the two other ones.
A possible valid choice for the coefficients ai, j is given by ai, j = 1 if i 6= j and ai,i =
−|Ni |, where |Ni | denotes the number of neighbors of vertex i. However, this choice introduces deformations, that most applications need to avoid. For this reason, the next subsection introduces a means of choosing these weights that minimizes the deformations.

3.2.5

Discrete Laplacian

The Laplacian, or Laplace operator, is a generalization of the second order derivative for
multivariate functions. In flat 2D space, this operator is defined by:
∂2 f ∂2 f
+
∂ x 2 ∂ y2

∆f =

Intuitively, the Laplacian measures the regularity (or the irregularity) of a function. For
instance, for a linear function, the Laplacian is equal to zero. We focus on this operator,
with the idea that it will help choosing the coefficients ai, j of Tutte’s equation in a way that
optimizes the regularity of the so-constructed parameterization.
To compute these coefficients, it is possible to consider Tutte’s equation as a system of
two Laplace equations with Dirichlet limit conditions :
∆u = 0 over S ;
∆v = 0 over S ;

u = u0 over ∂ S
v = v0 over ∂ S

(3.10)

Several numerical methods can construct a discretization of this equation. Most of them
are based on the well-known relation :
Z
S

∆fg = −

Z

Z

∇ f ∇g +
S

g∇ f N

(3.11)

∂S

where N denotes the normal to the border of the integration domain. This equation can be
obtained by part integration. Note that the second term vanishes when the surface is closed.
[FH04]

[Tut60b]
[dV90]
[GGT05]

M. S. Floater and K. Hormann. Surface parameterization: a tutorial and survey. In M. S. Floater
N. Dodgson and M. Sabin, editors, Advances on Multiresolution in Geometric Modelling. SpringerVerlag, 2004.
W. Tutte. Convex representation of graphs. In Proc. London Math. Soc., volume 10, 1960.
Y. Colin de Verdiere. Sur un nouvel invariant des graphes et un critere de planarite. J. of Combinatorial Theory, 50, 1990.
S. J. Gortler, C. Gotsman, and D. Thurston. One-forms on meshes and applications to 3d mesh
parameterization. Journal of CAGD, 2005.
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Thus, by using the equation of the gradients of a linear map, given in the previous
section, Pinkall and Polthier [PP93a] obtained a discretization of the Laplacian. It is also
possible to integrate and average differential values over small neighborhoods[DMSB99] , this
leads to the same formula as Pinkall and Polthier. In our case, we prefer to use Finite
Element Modeling, quickly introduced in Section 2.3.3, since it allows to better justify the
normalization with the area, as shown further.
There are several ways of discretizing Equation 3.10, we can directly apply the finite
element method introduced in Section 2.3.3, or try to define a discrete Laplacian, as a
matrix. We explain this latter point of view. We consider a basis of test functions (Φi ),
for instance the piecewise linear P1 functions (Φi (vi ) = 1, Φi (v j ) = 0 if j 6= i). Given a
function g = ∑ gi Φi , defining a discrete Laplacian means finding a function f = ∑ fi Φi such
that :
f = ∆g
By projecting this equation onto the basis of test functions (Φi ), we obtain :
∀i, < f , Φi >=< ∆g, Φi >
or :
∀i, ∑ f j < Φ j , Φi >= ∑ g j < ∆Φ j , Φi >
j

j

or, by using Stokes formula (Equation 3.11):
∀i, ∑ f j < Φ j , Φi >= − ∑ g j < ∇Φ j , ∇Φi >
j

j

In matrix form, this equation becomes :
 
f1
 
B  ...  =

 
g1
 
Q  ... 

fn

gn

where :
Bi, j =< Φi , Φ j > ;

Qi, j = − < ∇Φi , ∇Φ j >

We now explain how to compute the coefficients of the stiffness matrix Q and the mass
matrix B. To do that, we start by parameterizing the triangle t = (i, j, k) using the barycentric coordinates of each point P ∈ t relative to the vertices i and j. We can remark that these
coordinates correspond to the “hat” P1 functions Φi and Φ j . Using this remark, we can
write P = k + Φi e j − Φ j ei where Φi , Φ j ≥ 0 et Φi + Φ j ≤ 1 (see Figure 3.12).
This defines a differential element of area dA(P) = ei ∧e j dΦi dΦ j = 2|t|dΦi dΦ j , where
|t| corresponds to the area of the triangle t. Thus, we obtain the integral :
Z 1

Z
P∈t

|t|

Φi Φ j dA = 2|t|

Z 1
Φi =0

Z 1−Φi

Φi =0 Φ j =0

Φi (1 − Φi )2 dΦi = |t|



Φi Φ j dΦi dΦ j =

1 2 1
− +
2 3 4


=

|t|
12

that we sum over the pair of triangles sharing the edge (i, j). We can then compute the
mass-matrix coefficient Bi, j = (|t| + |t 0 |/12.
[PP93a]

U. Pinkall and K. Polthier. Computing discrete minimal surfaces and their conjugates. Experimental
Math., 2(15), 1993.
[DMSB99] M. Desbrun, M. Meyer, P. Schröder, and A.H. Barr. Implicit fairing of irregular meshes using
diffusion and curvature flow. In SIGGRAPH Conference Proceedings, pages 317–324. ACM, 1999.
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Figure 3.12: Notations for computing the coefficients of B and Q.
The diagonal terms are given by :
Z
P∈t

Φ2i dA

Z 1

2|t|
Φi =0

Z 1

Z 1−Φi

= 2|t|
Φi =0 Φ j =0

Φ2i (1 − Φi )dΦi

Φ2i dΦi dΦ j =


1 1
= 2|t|
−
3 4


=

|t|
6

that we sum over the set of triangles St(i) incident to vertex i. Thus, we obtain : Bi,i =
(∑t∈St(i) |t|)/6.
To compute the coefficients of the stiffness matrix Q, we use Stokes formula and part
integration (Equation 3.11), this reduces the order of derivations, and gives a more symmetric formula :
i

j

i

j

i

j

Qi, j =< ∆Φ , Φ >=< δ dΦ , Φ >=< dΦ , dΦ >= −

Z

∇Φi .∇Φ j

S

In t, the gradients of the barycentric coordinates are constant vectors :
∇Φi =

−e⊥
i
2|t|

∇Φi .∇Φ j =

ei .e j
4|t|2

where e⊥
i denotes ei turned by π/2 around the normal of triangle t.
By integrating this term over t, we obtain :
Z

∇Φi .∇Φ j dA =

t

ei .e j
||ei ||.||e j || cos(βi j )
cot(βi j )
=
=
4|t|
2||ei ||.||e j || sin(βi j )
2

By summing these expressions, we finally obtain the coefficients of the stiffness matrix
Q:
Qi,i =

∑

∇Φi .∇Φi =

t∈St(i)

Z

Qi, j =

t∪t 0

∇Φi .∇Φ j =

e2i
4|t|
t∈St(i)

∑


1
cot(βi j ) + cot(βi0j )
2
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Figure 3.13: Coefficients of the discrete Laplacian.
By using these coefficients, and by recalling the link between f = ∆g and the matrices
B and Q :
 
 
g1
f1
 
 
B  ...  = Q  ... 
fn

gn

we can define the discrete Laplacian ∆d = B−1 Q. Starting from a function g expressed in
the test function basis Φi , this matrix allows one to compute a function f that matches the
Laplacian of g when projected onto all the functions Φi :
 
 
f1
g1
 .. 
d  .. 
f = ∆g →  .  = ∆  . 
fn

gn

However, one can notice that the matrix B is non-trivial to invert (its non-zero pattern
corresponds to the connectivity of the graph). For this reason, the Finite Element Modeling
community often uses an approximation called the lumped mass matrix 6 , that replaces the
matrix B with a diagonal matrix D (easier to invert), defined by :
Di,i = ∑ Bi, j
j

The discrete Laplacian is then a matrix given by :
∆d = D−1 Q

;

∆di, j =

3(cotanβi, j + cotanβi,0 j )
2 ∑ |t|
t∈St(i)

;

∆di,i = − ∑ ∆di, j
j6=i

Figure 3.13 shows the notations used to compute the coefficients ∆di, j . The area shown in
red corresponds to the coefficient of the mass matrix D (i.e., 1/3 of the area of the triangles
incident to vertex i). We also remind the notations used for the two angles βi, j and βi,0 j .
As can be seen, we retrieve the same formula as Pinkall et. al [PP93a] and Meyer et. al
[DMSB99] , with a better justification of the division by the area term, that comes in our case
from the lumped mass matrix.
6 in mechanics,

the coefficients of the matrix B often correspond to the mass of the system under consideration.
The approximation means that the mass is “lumped” onto the diagonal terms of the matrix
[PP93a]

U. Pinkall and K. Polthier. Computing discrete minimal surfaces and their conjugates. Experimental
Math., 2(15), 1993.
[DMSB99] M. Desbrun, M. Meyer, P. Schröder, and A.H. Barr. Implicit fairing of irregular meshes using
diffusion and curvature flow. In SIGGRAPH Conference Proceedings, pages 317–324. ACM, 1999.
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Figure 3.14: A: A mesh cut by seamster[SH02] ; B: Tutte-Floater parameterization (fixed
boundary); C: free-boundary parameterization[SdS01] .
We can now use this discrete Laplacian to define the coefficients ai, j used in the TutteFloater method. However, we need to mention that for some highly irregular meshes, some
angles can become obtuse enough to generate some negative coefficients in the discrete
Laplacian. As a consequence, the conditions for Tutte’s theorem are no longer satisfied,
and triangle flips can appear. More recently, Floater designed a weight system (Mean
Value Coordinates)[Flo03] that does not suffer from the problem (the coefficients are always
positive) and that gives a result very similar to the one obtained with a discrete Laplacian.
However, despite this important progress, still the method is also based on Tutte’s theorem,
it still requires the border to be fixed on a convex polygon (c.f. Figure 3.14). This has two
major drawbacks : (1) it is in general difficult to find “natural” coordinates for the border,
and (2) for some surfaces, fixing the border on a convex polygon yields a highly distorted
parameterization. Even if one can easily imagine a convex polygon better than the one
shown in the Figure, the result will be probably not as good as the one in Figure 3.14-C,
that better matches what a “tanner” would expect. For this reason, we studied methods
that can “set the boundary free”, by defining energy functions with a better behavior for
extrapolation. We explain these methods in the next section.

3.3

Setting the boundary free

In the second half of the 90’s, Floater’s method[Flo97] , based on Tutte’s theorem[Tut60b] was
well known by the community and applied to a wide class of problems. The pros of this
method are its strong theoretical guarantees and its ease of implementation. However,
the necessity to constrain the border on a convex polygon limits the efficiency of some
applications. For this reason, the community started to investigate methods that do not
suffer of this limitation, and that minimize the deformations in a similar way. This section
reviews these methods, using the formalism introduced in Section 3.1.2. However, before
going further, we need to warn the reader about a possible source of confusion :
 half of the methods study the function that goes from the surface to the parametric space
(as in the previous Section). This is justified by the fact that the (u, v) coordinates are
unknown. Therefore, it is more natural to go from the known world (the surface) to the
unknown world (the parameter space);
 the other half of the methods use the inverse convention, and study the function that goes
[Flo03]
[Flo97]
[Tut60b]

M. S. Floater. Mean value coordinates. CAGD, 20:19–27, 2003.
M. Floater. Parametrization and smooth approximation of surface triangulations. Computer Aided
Geometric Design, 14(3):231–250, April 1997.
W. Tutte. Convex representation of graphs. In Proc. London Math. Soc., volume 10, 1960.
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from parameter space to the surface (as in Section 3.1.2). This is justified by the fact that
it makes the formalism compatible with classical differential geometry books[do 76] that
use this convention.
Since both conventions are justified, both are used by different authors. However, as
will be shown, deformation analysis for one convention can be easily deduced from the
other one. Therefore, except the risk of confusion, this does not introduce much difficulty
to understand these methods. To make the difference, in this section, we use the following
notations :

Notations for the convention (x, y) 7→ (u, v)
The symbols J, G, σ1 , σ2 are related with the function that goes from the surface to the
parametric space, and denote respectively the Jacobian matrix, the first fundamental form,
and the lengths of the anisotropy ellipse.
We consider a triangle T , provided with a local orthonormal coordinate frame of its
support plane. The coordinates of its vertices in this frame are denoted by (x1 , y1 ), (x2 , y2 ),
(x3 , y3 ), and the parametric coordinates are denoted by (u1 , v1 ), (u2 , v2 ), (u3 , v3 ). Deformation analysis can then be formulated as follows :

JT

= 

=

=

∂u
∂x

∂v
∂x



∂u
∂y

∂v
∂y



1
2|T |x,y

1
2|T |x,y







0 −1
1 0



0 −1
1 0

x3 − x2
y3 − y2

x1
y1

x2
y2

GT = JTt JT

x1 − x3
y1 − y3

x3
y3





a
=
b



a =






with : b =






 c =




 u1
x2 − x1 
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(3.12)

v1
v2 
v3



∂u 2
∂u 2
∂x + ∂y
∂u ∂v
∂x ∂x

(3.13)

+ ∂∂ uy ∂∂ vy

∂v 2
∂v 2
∂x + ∂y

As we have seen in Section 3.1.2, the lengths of the axes of the anisotropy ellipse σ1
and σ2 correspond to the singular values of JT , or to the square root of the eigenvalues
of GT . Their expression can be found by computing the square roots of the zeros of the
characteristic polynomial |GT − σ Id| :
σ1
σ2
[do 76]

q

p
(a − c)2 + 4b2
q
p
=
1/2(a + c) − (a − c)2 + 4b2

=

1/2(a + c) +

(3.14)

M.F. do Carmo. Differential geometry of curves and surfaces. Prentice Hall, Englewood Cliffs,
Inc., 1976.
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Figure 3.15: Left: to avoid triangle flips, each vertex p is constrained to remain in the
kernel of the polygon defined by its neighbors qi ; Right: the kernel of a polygon (white)
is defined by the intersection of the half-planes defined by the support lines of its edges
(dashed).

Figure 3.16: Parameterization methods based on deformation analysis often need to minimize non-linear objective functions. To accelerate the computations, these methods often
use a multi-resolution approach, based on Hoppe et.al’s Progressive Mesh data structure.

Notations for the convention (u, v) 7→ (x, y)
The symbols J 0 , G0 , σ10 , σ20 are related with the function that goes from the parametric space
to the surface, and denote respectively the Jacobian matrix, the first fundamental form, and
the lengths of the two axes of the anisotropy ellipse.
We now study the relations between these values and those associated with the inverse
function. The Jacobian matrix of the inverse of a function f is equal to the inverse of the
Jacobian matrix of f −1 . Therefore, we have J 0 = J −1 .
Moreover, it is easy to check that if the SVD of J is given by UΣV t , with Σ = diag(σ1 , σ2 )
and with U,V two unit matrices, i.e. U t U = Id and V t V = Id, then the SVD of J 0 is given
by V Σ−1U t (one can check that the product of the two matrices gives the identity matrix).
Therefore, the lengths of the smallest and largest axis of the anisotropy ellipse of the inverse
function are given by :
1
1
σ10 =
; σ20 =
σ2
σ1
Armed with these definitions, we can now proceed to review several methods based
on deformation analysis, and express them in a common formalism. As explained before,
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we need to take care of identifying whether the surface → parametric-space function or
parametric-space → surface function is used. Before evoking these methods, we give two
more precisions :
 to avoid triangle flips, some of the methods constrain each vertex p to remain in the
kernel of the polygon defined by its neighbors qi . This notion is illustrated in Figure
3.15. To compute the kernel of a polygon, it is for instance possible to apply Sutherland
and Hogdman’s re-entrant polygon clipping algorithm to the polygon (clipped by itself).
The algorithm is described in most general computer graphics books[FvFH90] ;
 since they are based on the eigenvalues of the first fundamental form, the objective functions involved in deformation analysis are often non-linear, and therefore difficult to
minimize in an efficient way. To accelerate the computations, a commonly used technique consists in representing the surface in a multi-resolution manner, based on Hoppe’s
Progressive Mesh data structure[Hop96] . The algorithm starts by optimizing a simplified
version of the object, then introduces the additional vertices and optimizes them by iterative refinements.
Now that we have seen the general notions related with deformation analysis and the
particular aspects that concern the optimization of objective functions involved in deformation analysis, we can review several classical methods that belong to this category.

3.3.1

Green-Lagrange deformation tensor

Historically, to minimize the deformations of a parameterization, one of the first methods
was developed by Maillot, Yahia and Verroust[MYV93] . The main idea behind their approach
consists in minimizing a matrix norm of the Green-Lagrange deformation tensor. This notion comes from mechanics, and measures the deformation of a material. Intuitively, we
know that if the metric tensor G is equal to the identity matrix, then we have an isometric
parameterization. The Green-Lagrange deformation tensor is given by G − Id, and measures the “non-isometry” of the parameterization.

3.3.2

MIPS

Horman and Greiner’s MIPS (Mostly Isometric Parameterization of Surfaces) method[HG00]
was to our knowledge the first mesh parameterization method that computes a natural
boundary. This method is based on the minimization of the ratio between the two lengths of
the axes of the anisotropy ellipse. This corresponds to the 2-norm of the Jacobian matrix :
K2 (JT ) = kJT k2 kJT−1 k2 = σ1 /σ2
Since minimizing this energy is a difficult numerical problems, Hormann and Greiner
have replaced the two norm k.k2 by the Froebenius k.kF , that is to say the square root of
[FvFH90]
[Hop96]
[MYV93]
[HG00]

Foley, vanDam, Feiner, and Hughes. Computer Graphics, principles and practice. Addisson
Welsey, 1990.
H. Hoppe. Progressive meshes. In SIGGRAPH Conf. Proc., pages 99–108. ACM, 1996.
J. Maillot, H. Yahia, and A. Verroust. Interactive texture mapping. In SIGGRAPH 93 Conf. Proc.,
pages 27–34. Addison Wesley, 1993.
K. Hormann and G. Greiner. MIPS: An efficient global parametrization method. In P.-J. Laurent,
P. Sablonniere, and L. Schumaker, editors, Curve and Surface Design: Saint-Malo 1999, pages
153–162. Vanderbilt University Press, 2000.
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Figure 3.17: Some results computed by stretch L2 minimization (parameterized models
courtesy of Pedro Sander and Alla Sheffer).
the sum of the squared singular values :
KF (JT ) = kJT kF kJT−1 kF
=

q

σ12 + σ22

=

σ12 +σ22
σ1 σ2

=

trace(GT )
det(JT )

r

1
σ1

2

+



1
σ2

2

As can be seen, fortunate cancellations of terms yield a simple expression at the end. The
final expression corresponds to the ratio between the trace of the metric tensor and the
determinant of the Jacobian matrix. As indicated in the original article, this value can
also be interpreted as the Dirichlet energy per parameter-space area: the term trace(G)
corresponds to the Dirichlet energy, and the Jacobian det(J) to the ratio between triangle’s
area in 3D and in parameter space.

3.3.3

Stretch minimization

Motivated by texture mapping applications, Sander et. al[SSGH01] studied the way a signal stored in parameter space is deformed when it is texture-mapped onto the surface (by
applying the parameterization). For this reason, their formalism uses the inverse function,
that maps the parametric space onto the surface. Therefore, we use the notations J 0 , G0 , σ10 ,
σ20 , as explained at the beginning of the section.
A possible way of characterizing the deformations of a texture is to consider a point
and a direction in parameter space and analyze how the texture is deformed along that
direction. Sander et. al called this value the “stretch”. This exactly corresponds to the
notion of directional derivative, that we introduced in Section 3.1.2. For a triangle T , they
defined two energies, that correspond to the average value of the stretch for all directions
(stretch L2 (T )), and to the maximum stretch (stretch L∞ (T )) :
q
(σ102 + σ202 )/2
L2 (T ) =
L∞ (T ) = σ20
[SSGH01]

P. Sander, J. Snyder, S. Gortler, and H. Hoppe. Texture mapping progressive meshes. In Computer
Graphics (SIGGRAPH), pages 409–416. ACM, 2001.
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where the expression of σ10 = 1/σ2 and σ20 = 1/σ1 is given at the beginning of the section.
The local energies of each triangle T are combined into a global energy L2 (S) and L∞ (S)
defined as follows :
q
∑T |T |L2 (T )
L2 (S) =
∑ |T |
T

L∞ (S) = MaxT L∞ (T )
Figure 3.17 shows some results computed with this approach. This formalism is particularly well suited to texture mapping applications, since it minimizes the deformations that
are responsible of the visual artifacts that this type of application wants to avoid. Moreover, a simple modification of this method allows the contents of the texture to be taken
into account, and therefore to define a signal-adapted parameterization[SGSH02] .

3.3.4

Combined energy

To introduce more flexibility in these methods, Degener et. al proposed to use a combined
energy[DMK03] , with a term σ10 σ20 that penalizes area deformations7 , and a term σ10 /σ20 that
penalizes angular deformations. To facilitate the numerical optimization of the objective
function, each term x is replaced by the expression x + 1/x, which gives :
Ecombined

= Eangle × (Earea )θ

with :
Earea
Eangle

= σ10 σ20 + σ 01σ 0

= det(JT0 ) + det1(J 0 )

1 2

=

σ10
σ20

σ0

+ σ20 =
1

σ2
σ1

T

+ σσ21

= EMIPS

where the parameter θ makes it possible to choose the relative importance of both terms.
One can notice that the angular term corresponds to the energy minimized by the MIPS
method (see above).

3.3.5

Constrained texture mapping

Now that we have seen deformation analysis and its expression in the case of triangulated
surfaces, and how these concepts are used in the state of the art, I present some of my contributions, based on the same concepts.
To “set the boundary free”, my first idea was to define an objective function that minimizes the variations of the gradient, with the intuition that with a set of constrained points,
this will allow to “extrapolate” the parameterization beyond these constraints. Thus, minimizing the variations of the gradient (in other words the “speed”) will make the parameterization go in the same direction (the iso-u and v curves will tend to be as linear as
possible), with the same “speed” (their spacing will remain as constant as possible). This
idea enabled the notion of “morphing” to be generalized to the case of images mapped onto
3D surfaces (c.f. Figure 3.18). My approach works as follows : starting from a 3D surface
(Figure 3.18-A) and an image that one wants to map onto that surface (Figure 3.18-B), the
goal is to allow the user to put the details of the image in correspondence with the details of
7 this corresponds to the Jacobian of the parameterization, i.e. the determinant of the Jacobian matrix, that
defines the differential element for areas.

[SGSH02]
[DMK03]

P. Sander, S. Gortler, J. Snyder, and H. Hoppe. Signal-specialized parametrization. In Eurographics
Workshop on Rendering, 2002.
P. Degener, J. Meseth, and R. Klein. An adaptable parameterization method. 2003.
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Figure 3.18: Starting from a 3D model (A) and an image (B), my system maps the image
onto the model automatically (C), then lets the user install a set of constraints, that specify the correspondence between the 3D points (D) and the points on the image (E). Our
quadratic energy interpolates these constraints in a regular manner (F).

Figure 3.19: Continuous gradient across a pair of triangles.
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the model. To do that, the system first automatically computes an initial solution, using the
Tutte-Floater method evoked in the previous section (Figure 3.18-C). The user then installs
a set of correspondences (or constraints), that is to say couples of 3D points (xk , yk , zk )
(Figure 3.18-D) associated with 2D coordinates on the image (uk , vk ) (Figure 3.18-E). The
final result is shown in Figure 3.18-F. The method is explained in my paper [Lé01]. This
section quickly explains the method, and shows the connections with other aspects of my
research program.
Given a set of m constraints (xk , yk , zk ) ; (uk , vk ), the problem consists in defining an objective function that needs to be minimized by the parameterization. This objective function
should express both the constraints and a regularity criterion, that ensures natural variations
of the mapping between the constraints. This corresponds to a classical problem of regularized data fitting, often achieved by minimizing the energy D(X) defined as follows :
Z  2 2  2 2
m
∂ X
∂ X
D(X) = ∑ (Mi − X(Ui )) + ε
+
dudv
2
∂u
∂ v2
Ω
i=1
Rather than minimizing the second-order derivatives, that are undefined in the case of
a triangulated surface, we focus on the variations of the gradients of the parameterization.
The expressions of these gradients are given in the previous section. As shown in Figure 3.19, we compute the deviation Du (T, T 0 ) (resp. Dv (T, T 0 )) of the gradient of u (resp.
v) between a pair of triangles T, T 0 that share the edge (i, j) :
 ∂u   ∂u  2
Du (T, T 0 ) = 

∂X
∂u
∂Y

−

∂ X0

(3.15)


∂u
∂Y 0

We define two local orthonormal bases (X,Y ) and (X,Y 0 ) attached to the pair of triangles. The X axis corresponds to the common edge. In these bases, the gradients of u in T
and T 0 are given by :
∂ u/∂ X

!


=

∂ u/∂Y

−1/di, j
Xk /(di, j ×Yk ) − 1/Yk

1/di, j
0
−Xk /(di, j ×Yk ) 1/Yk



 
ui
u j 
uk
(3.16)

∂ u/∂ X 0

!


=

∂ u/∂Y 0

−1/di, j
Xk0 /(di, j ×Yk0 ) − 1/Yk0

1/di, j
0
−Xk0 /(di, j ×Yk0 ) 1/Yk0




ui
uj 
uk 0


where di, j = kpj − pi k denotes the length of the edge (i, j).
As can be seen, the X coordinate of the gradient solely depends on the values ui and u j .
As a consequence, only the Y coordinate plays a role in the value of the deviation Du (T, T 0 ),
given by :
Du (T, T 0 ) = (
(Xk /(di, j ×Yk ) − 1/Yk + Xk0 /(di, j ×Yk0 ) − 1/Yk0 )
(−Xk /(di, j ×Yk ) − Xk0 /(di, j ×Yk0 ))
1/Yk
1/Yk0

ui
uj
uk
uk 0

+
+
+

)2
This allows us to define the objective function D that expresses the smoothness of the
parameterization, as follows :
D=

∑0 (|T | + |T 0 |)

T,T


Du (T, T 0 ) + Dv (T, T 0 )

(3.17)
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Figure 3.20: Extrapolation capabilities of our method. A: result obtained with a TutteFloater method; B: the result of our method. Our energy functional finds the natural shape
of the border (the four blue squares correspond to the constrained points).

Figure 3.21: Constrained texture mapping.
By using the least-squares formulation with reduced degrees of freedom, that we explained in Section 2.2.4, one ends up with a linear system to solve. The solution of this
linear system gives the coordinates ui , vi at the vertices of the triangulation. This formulation allowed us to replace the relaxation-type solvers, at that time widely used in the
geometry processing community, with the much more efficient conjugate gradient method
[Lé01]. Nowadays, the dramatic advances achieved in sparse direct solvers[MIT06] allow to
obtain even faster performances, and manipulate in real-time the parameterization of large
models.
Figure 3.20 shows the behavior of our method used as an extrapolator (as compared to
a Tutte-Floater approach). The 4 blue squares correspond to the fixed points, i.e. their (u, v)
coordinates are removed from the set of degrees of freedom, using the method explained
in Section 2.2.4. As can be seen, the border of the surface has a natural shape. Figure 3.21
shows the result of our method applied to a texture that dramatically differs from the 3D
shape. In that case, with the right constraints, our method successfully generates a texture
mapping that looks natural to the user.
However, besides its utility in an interactive setting, our method does not offer sufficient guarantees to be used as an automatic texturing tool : we cannot guarantee that the
parameterization defined by the so-computed (u, v) coordinates is one-to-one. For this reason, I studied the notion of conformal application. This family of functions has a “rigidity”
[MIT06]

Omer Meshar, Dror Irony, and Sivan Toledo. An out-of-core sparse symmetric indefinite factorization method. ACM Transactions on Mathematical Software, 32:445–471, 2006.
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Figure 3.22: A conformal parameterization transforms an elementary circle into an elementary circle.
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Figure 3.23: In a triangle with a local basis (X,Y ), it is easy to derive the condition that
characterizes a conformal parameterization.
property that ensures good extrapolation capabilities. The next section details these notions (I recommend to the reader interested by these notions the excellent book by Stanley
Needham[Nee94] ), and presents the work that we realized with Nicolas Ray, during his Ph.D.
thesis entitled “multi-resolution texture atlas”.

3.3.6

Least Squares Conformal Maps (LSCM)

As we have seen along these section, deformation analysis introduced in Section 3.1.2
plays an important role in mesh parameterization methods. We now focus on a particular
family of parameterizations, for which the anisotropy ellipse is a circle for all points of
the surface. As shown in Figure 3.22, this means that the two gradient vectors ∂ X/∂ u
and ∂ X/∂ v are orthogonal and have the same norm. This condition can be also written as
∂ X/∂ v = N ∧ ∂ X/∂ u. This also means that the Jacobian matrix corresponds to the composition of a rotation and a scaling (in other words, a similarity). Therefore, conformal
maps seen locally are similarities. In contrast with the exposition of our initial publication
[LPRM02] (based on complex analysis), our starting point is here simply the definition of
the gradients, easier to grasp from an intuitive point of view. We will come back later to
the formalism of complex analysis.

[Nee94]

Tristan Needham. Visual Complex Analysis. Oxford Press, 1994.
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In the particular context of mesh parameterization, the geometry is known, and the
parametric space is unknown. Therefore, we focus on the mapping function, that goes
from the surface to the parametric space (it is more natural to go from what we know to
what we do not know). It is important to notice that the Jacobian matrix of the inverse of
a function X corresponds to the inverse of the Jacobian matrix of X. As a consequence,
the inverse of a conformal map is also a conformal map, and results deduced by reasoning
about the gradients ∂ X/∂ u and ∂ X/∂ v are directly transposed to the gradients ∇u and ∇v
of the mapping.
We now consider one triangle of the surface, with a local orthonormal basis (X,Y )
attached to it (c.f. Figure 3.23). The condition that characterizes conformal maps can then
be written as follows :


0 −1
∇v = rot90 (∇u) =
∇u
(3.18)
1 0
where rot90 denotes the anticlockwise rotation of 90 degrees.
We remind the expression of the gradient, that we computed in Section 3.2.3:
 
 

 ui
ui
Y j −Yk Yk −Yi Yi −Y j  
uj
∇u = MT u j  = 1/2|T |
Xk − X j Xi − Xk X j − Xi
uk
uk
where MT denotes the matrix that gives the gradient of a linear map in function of its values
at the three vertices of a triangle.
Equation 3.18, that characterizes conformal maps in a triangle, can then be written as :
 
 
 


vi
ui
0
0
−1




MT u j =
MT v j −
1 0
0
uk
vk
In the continuous case, all surfaces admits a conformal parameterization. However, in our
case, we consider triangulated surfaces with piecewise-linear parameterizations. With this
restriction, only developable surfaces admit a conformal parameterization. These developable surfaces are characterized by the fact that the sum of the angles incident to each
internal vertex i is equal to 2π (in other words, they have zero angular defect). For a
general surface (i.e. non-developable), we will minimize an energy that characterizes the
“non-conformality” of the parameterization. This energy is defined as follows :

ELSCM

 

vi
0


= ∑ |T | MT v j −
1
T =(i, j,k)
vk

 

ui
−1
MT u j 
0
uk

2

(3.19)

This function is a quadratic form. At first sight, it is easy to find its minimizer. However, one needs to notice that the conformality of a parameterization is invariant through a
similarity applied in parametric space. Therefore, the quadratic form ELSCM is not positivedefinite, and its matrix is singular. However, the problem can be easily overcame, by fixing
two vertices in parameter space. This also means defining the 4 degrees of freedom that define a similarity. These 4 variables are removed from the degrees of freedom of the system,
using the technique explained in Section 2.2.4. We called the so-defined parameterization
least-square conformal map, or LSCM. Note: besides fixing two vertices, another possibility (suggested by David Cohen-Steiner) consists in computing the second eigenvectors of
ELSCM . This gives better results, but requires much costlier computations.
We have proved with Sylvain Petitjean that the quadratic form obtained by fixing two
vertices is definite-positive. The reader is referred to the paper [LPRM02] for the complete
proof, that can be sketched as follows : any topological disk can be constructed by using
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Figure 3.24: Triangulated surface parameterized with LSCM (Least Squares Conformal
Maps).
two elementary operations. The first one adds one vertex and one triangle to the border.
The second one connects three existing vertices on the border to form a new triangle. We
obtain the result by proving that both operation do not decrease the rank of the matrix.
We have complemented our method with different tools, that can compute a texture
atlas. A texture atlas is an efficient representation of the color for 3D paint systems, see
Figure 3.24. The 3D model to be textured is decomposed into a set of charts, that are
homeomorphic to disks. Each chart is parameterized with LSCM, then the unfolded charts
are grouped in 2D space, thanks to an algorithm invented by Nicolas Ray [LPRM02].
The capacity of LSCM to parameterize charts with complex boundaries reduces the
number of charts that are necessary to texture-map a given model. This property combined
with the simplicity of implementation of LSCM facilitated its usage, both in the academic
and industrial words. Several commercial and open-source packages now use this method
(including Gocad, Maya and Blender).
We have explained LSCM from the point of view of simple relations between the gradients ∇u and ∇v, computed in each triangle. In the next section, we show deeper relations
between our approach and notions from complex analysis. This allows to better understand
the link with Tutte-Floater’s approach, and its generalizations to the free-boundary setting.

3.3.7

Conformal maps and harmonic functions

The notion of conformal maps play a particular role in complex analysis and Riemannian
geometry. The following system of equation characterizes conformal maps :
∂v
∂x

= − ∂∂ uy

∂v
∂y

=

∂u
∂x

This system of equations is known as Cauchy-Riemann’s equation. These equation are
fundamental in complex analysis, since they define differentiable complex functions (also
called analytic functions). We focus on the complex function U(X) = u(X) + iv(X) with
X = x + iy. One can check that the derivative U 0 (X) of U at X defined by :
U 0 (X) = lim

A→0

U(X) −U(A)
X −A

can exist only of the Cauchy-Riemann equations are satisfied.
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A possible way of understanding this relation is given by the order-1 Taylor expansion.
In the case of a function f from R to R, the Taylor expansion of f around x0 is given by
f (x0 + a) ' f (x0 ) + f 0 (x0 )a. This allows one to define a local linear approximation of the
function f around the point x0 .
If we now consider a complex function U(X), when the complex derivative is defined,
the Taylor expansion of U around X0 is given by U(X0 + A) ' U(X0 ) + U 0 (X0 )A. If we
consider the complex function U as a 2D geometric transform, by writing U 0 (X0 ) = Reiθ
in polar form, we obtain U(X0 + A) ' U(X0 ) + Reiθ A. In other words, differentiable complex functions behave locally as a similarity (composed by a translation of vector U(X0 ),
a rotation of angle θ and a scaling of factor R). This gives another explanation for the
Cauchy-Riemann equations : the rotation and the scaling applied to the two gradients need
to match.
These notions that relate with complex numbers allow one to define a more compact
expression of the energy minimized by our LSCM method. The two components of the
gradients, constant over each triangle, can be gathered by a single complex number as
follows :

>
∂u
i
∂u
W1 W2 W3 u1 u2 u3 ,
+i
=
∇u =
∂x
∂ y |T |
where


 W1
W2

W3

= (X3 − X2 ) + i(Y3 −Y2 ),
= (X1 − X3 ) + i(Y1 −Y3 ),
= (X2 − X1 ) + i(Y2 −Y1 ).

The conformal energy in a triangle can then be written as :
ELSCM (T ) = |T | |∇V − i∇U|2 = W1
where


 U1
U2

U3

W2

 
 U1
W3 U2 
U3

= u1 + iv1
= u2 + iv2
= u3 + iv3

This more compact formulation was useful to prove two interesting properties of LSCM.
First, the energy is positive definite. Second, the result is independent on the mesh discretization [LPRM02]. We show here another alternative formulation, that better reveals
the symmetric role played by the coordinates in parametric space and the coordinates in
geometric space. Let us introduce the complex numbers P1 = X1 + iY1 (resp. P2 , P3 ). The
complex numbers W1 , W2 , W3 that correspond to the edges of the triangle are then given
by :
 

 
W1
0 −1
1
P1
W2  =  1
0 −1 P2 
W3
−1
1
0
P3
Using this expression, we obtain :


ELSCM

1
=
2

P1

P2

0
P3 −1
1


1
0
−1

 
−1
U1
1  U2 
0
U3

2

Another interesting property of differentiable complex functions is that their order-1
differentiability means that their order-n derivative also exists for any n. We can therefore
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use the Cauchy-Riemann equations to compute the second-order derivatives of u (resp. v),
and see interesting connections with the Laplacian ∆ :
∂ 2u
∂ x2

=

∂ 2v
∂ x∂ y

∂ 2u
∂ y2

= − ∂∂x∂vy

2

or :
2

∆u

=

∂ 2u
∂ x2

+ ∂∂ y2u

∆v

=

∂ 2v
∂ x2

+ ∂∂ y2v

2

= 0
= 0

In other words, the real and imaginary parts of a conformal maps are two harmonic
functions (with zero Laplacian). This is the point of view used by Desbrun et. al to develop
their conformal parameterization method[DMA02] , equivalent to LSCM. Thus, Desbrun et.
al compute two harmonic functions with free boundary conditions. On the border, a set
of constraints express the conformality of the parameterization, and establish the coupling
between the variables ui and vi .
Another way of considering the connection between both methods is mentioned by
Pinkall and Polthier[PP93a] (this was probably the initial intuition of Desbrun et. al), is
given by the problem of Plateau[Pla73,Mee81] . Given a closed curve, this problem concerns
the existence of a surface of minimum area that has its border along that curve. To minimize
the area of a surface, Douglas[Dou31] and Rado[Rad30] , and later Courant[Cou50] considered
the Dirichlet energy ( that is to say, the integral of the sum of the squared gradients), easier
to manipulate. A discretization of this energy was proposed by Pinkall and Polthier[PP93a] ,
with the aim of solving the Plateau problem in the discrete setting. The Dirichlet energy
differs from the surface are by a term that depends on the parameterization, called conformal energy, that vanishes when the parameterization is conformal. The relation between
these three quantities is explained below :
Z

det(J)ds
=
| S {z }
area of the surface

1
2
|

Z

k∇u Xk2 + k∇v Xk2 ds
S
{z
}
Dirichlet energy

1
2
|

−

Z
S

k∇v X − rot90 (∇u X)k2
{z
}
conformal energy

where :
∇u X =

[DMA02]
[PP93a]
[Pla73]
[Mee81]
[Dou31]
[Rad30]
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U. Pinkall and K. Polthier. Computing discrete minimal surfaces and their conjugates. Experimental
Math., 2(15), 1993.
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Figure 3.25: Relations in a triangle.
It is very easy to prove this relation, by showing that the integrands match :
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Thus, our LSCM method minimizes the conformal energy, whereas Desbrun et.al’s DNCP
minimizes the Dirichlet energy. Since the difference corresponds to the area of the surface
(i.e. a constant), both methods are equivalent. We now give a geometric interpretation of
the notion of conformal application, in the piecewise-linear case.

3.3.8

Analytical and Geometrical conformal maps

In the previous section, we have seen an analytical definition of conformality (i.e., in terms
of relations between the derivatives, or the gradients). In this section, we will see a geometrical definition of this criterion, that characterizes the relations between the shape of the
triangles in 3D space and in parametric space.
We now suppose that the shape of the triangles in 3D space is only known through
the angles at the vertices. We will first apply some simple transforms to the expression
of ELSCM , in a way that reveals the complex ratios Z1 = −E2 /E3 , Z2 = −E3 /E1 and Z3 =
−E1 /E2 between the complex numbers that correspond to the edges of the triangle. As
shown in Figure 3.25, the complex number Z1 = −E2 /E3 = Reiθ corresponds to the rotation
−−→
−−→
of angle θ and scaling of factor R that map the edge P1 P2 = E3 onto P1 P3 = −E2 . Thus, the
energy ELSCM can be written as :
ELSCM

=

1
2

|E1U1 + E2U2 + E3U3 |2

=

1
2

|E3 (U3 −U1 ) + E2 (U2 −U1 )|2

=

|E3 |
2

(U3 −U1 ) + EE32 (U2 −U1 )

=

|E3 |
2

|(U3 −U1 ) − Z1 (U2 −U1 )|2

2

We can now express the term Z1 in function of the angles α1 , α2 and α3 at the vertices
of the triangle. We use the well known relation :
L1
L2
L3
=
=
sin(α1 ) sin(α2 ) sin(α3 )
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Figure 3.26: For a surface with high Gauss curvature, our LSCM method generates highly
distorted results, different from what a user would expect (A). The ABF method gives much
better results (B), but has prohibitive computational complexity. We introduced the ABF++
method, that combines the advantages of both approaches.
We obtain L2/L3 = sin(α2 )/ sin(α3 ), and Z1 can be written as :
Z1 =

sin(α2 ) iα1
e
sin(α3 )

−−→
Given the angles α1 , α2 , α3 , and supposing that the edge P1 P2 is of length 1, the energy
ELSCM can be written as :
ELSCM =

1
sin(α2 ) iα1
(U3 −U1 ) −
e (U2 −U1 )
2
sin(α3 )

2

(3.20)

By measuring the angles α1 , α2 and α3 on the initial mesh, one retrieves the LSCM
method introduced in the previous section8 . We now consider another class of methods,
that better choose these angles.
The ease of implementation of LSCM favored its wide usage, in both the scientific and
academic world. However, LSCM has two serious limitations :
 Since the function minimized by LSCM corresponds to the harmonic energy, some triangles with highly obtuse angles may generate negative coefficients in the matrix, and
cause some triangle flips (the function is no longer one-to-one);
 The solution depends on the two fixed vertices, and can sometimes have high deformations, that are unnatural. The problem is particularly important for surfaces with high
Gauss curvature, as shown in Figure 3.26. The nose and tail of the cow are extremely
magnified, and the legs nearly vanish.
For this reason, we will study in the next section a method that generates a much better
parameterization, free of triangle flips, and with a much better balancing of deformations.

3.3.9

Geometrical methods (ABF and ABF++)

This section presents the ABF method (Angle Based Flattening)[SdS01] , developed by A.
Sheffer et. al, and how we improved it in cooperation with its author, to make it applica8 with

[SdS01]

−−→
a different weighting, by the length of the edge P1 P2 près
Alla Sheffer and Eric de Sturler. Parameterization of faceted surfaces for meshing using angle based
flattening. Engineering with Computers, 17:326–337, 2001.
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ble to large meshes. The resulting ABF++ method is now used by several 3D modeling
packages (Unfold, Unwrap, Blender, . . . ).
The ABF method is based on the following observation : the parametric space is a
2D triangulation, uniquely defined by the angles at the corners of the triangles (modulo a
similarity applied in parametric space). This simple remark led A. Sheffer and E. De Sturler
to a re-formalization of the mesh parameterization problem – i.e., finding the (ui , vi ) – in
terms of angles, i.e., finding the αit , where αit denotes the angle of the corner where the
triangle t is incident to vertex i. We will see how this formulation allows to better minimize
deformations, in a more balanced way than LSCM.
ABF formulation
In terms of angles, the energy minimized by ABF is defined by :
3

E(α) =

1

∑ ∑ wt (αkt − βkt )2 .

t∈T k=1

(3.21)

k

where the αkt are the unknown 2D angles, and where the βkt are the “optimal” angles,
measured on the 3D mesh.
The index t traverses the set T of the mesh triangles, and the index k traverses the
three corners of each triangles. The weights wtk are set to 1t 2 to measure a relative angular
βk

deformation (rather than an absolute one).
To make sure that the angles computed by the algorithm correspond to a valid parameterization, a set of constraints need to be satisfied, and included into the formulation (using
for instance the Lagrange multiplier method, explained in Section 2.2.6). The constraints
are the following ones :
 Triangle validity (for each triangle t):
∀t ∈ T,

CTri (t) = α1t + α2t + α3t − π = 0;

(3.22)

 Planarity (for each internal vertex v):
∀v ∈ Vint ,

CPlan (v) =

∑ ∗ αkt − 2π = 0,

(3.23)

(t,k)∈v

where Vint denotes the set of internal vertices, and where v∗ denotes the set of angles
incident to vertex v.
 Reconstruction (for each internal vertex) - this constraint ensures that each edge shared
by a pair of triangles have the same length :
∀v ∈ Vint ,

t
− ∏ sin αkt
∏ ∗ sin αk⊕1
∗

CLen (v) =

(t,k)∈v

1

= 0.

(3.24)

(t,k)∈v

The indices k ⊕ 1 and k 1 denote the next angle and the previous angle in the triangle. Figure 3.27) shows an example that does not satisfy this constraint : The product
t
sin αk⊕1
sin αkt 1 corresponds to the ratio between two consecutive edges around the vertex k. If they do not match, one can turn around vertex k without “landing” on the starting
point.
Numerical solution mechanism
The numerical constrained optimization problem can be treated by the Lagrange multiplier
method (c.f. section 2.2.6). A Lagrange multiplier is associated with each type of constraint
(λTri , λPlan , λLen ). The Lagrangian F is given by :
t
v
v
F(x) = F(α, λTri , λPlan , λLen ) = E + ∑ λTri
CTri (t) + ∑ λPlan
CPlan (v) + ∑ λLen
CLen (v).
t

v

v
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Figure 3.27: A Violation of the reconstruction constraint : by turning around vertex k, one
does not land on the starting point.
Sheffer and de Sturler[SdS01] compute a fixed point of the Lagrangian by using Newton’s
method (c.f. Section 2.2.5), as follows :
while k∇F(x)k > ε
solve ∇2 F(x)δ = −∇F(x)
x ← x+δ
end

(3.25)

The Hessian ∇2 F(x) (matrix of the second-order derivatives c.f. Section 2.2.3) is a
matrix of dimension 4n f + 2nint where n f = |T | denotes the number of triangles in the
mesh, and where nint = |Vint | denotes the number of internal vertices.
Therefore, we have 3n f variables, and n f + 2nint Lagrange multipliers. The linear systems involved in Newton’s method are solved by one of the methods evoked in Section 2.2.2
(the initial article uses SuperLU).
Improved solution mechanism: ABF++
Interested by the superior quality of the results obtained with ABF (Figure 3.26), I studied
this method. Unfortunately, the non-linear formulation stemming from the constrained
optimization problem combined with the large size of the involved matrices prevent the
method from being practical for meshes with more than ten thousand vertices.
For this reason, I took a closer look at the numerical optimization problem : I was
striked by a particularity of this problem, the quadratic energy term ∑(αit − βit )2 is extremely simple, and corresponds to a quadratic form for which the matrix corresponds to
the identity matrix. The minimizer is trivial, and is given by ∀i, αit = βit . As a consequence,
we can see that the difficulty of the problem does not come from the energy term, but from
the constraints. We will see how this particular structure of the problem is reflected by the
structure of the Hessian of the Lagrangian. We will also see how the Schur complement
method allows the variables to be decoupled from the Lagrange multipliers. This will make
the computations dramatically simpler. In addition, to compute the coordinates (ui , vi ) from
the angles at the vertices of the triangulation, I proposed to replace the “greedy” algorithm
used in the initial paper with the geometrical LSCM method (Equation 3.20), that has
the interesting property of re-expressing this problem as a global minimization problem.
Therefore, it does not suffer from the numerical precision problems encountered with the
[SdS01]

Alla Sheffer and Eric de Sturler. Parameterization of faceted surfaces for meshing using angle based
flattening. Engineering with Computers, 17:326–337, 2001.
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greedy algorithm.
I have developed this method in cooperation with the first author of ABF (Alla Sheffer). We published the improved algorithm (ABF++) in the journal ACM Transactions on
Graphics [SLMB04].
Sequential linearly constrained programming
The initial formulation of the ABF method is based on minimizing a quadratic form under
constraints. As we have remarked, this quadratic (i.e., the optimal angles β , measured on
the 3D mesh). The constraints, as far as they are concerned, are more complicated. In
particular, the reconstruction constraint (Equation 3.24) has products of sines.
To simplify the problem, my first idea was to use sequential linearly constrained quadratic
programming [NW00] . This technique consists in replacing the initial problem (with nonlinear constraints) with a series of problems with linear constraints. These linear constraints
are obtained by an order-1 Taylor expansion of the initial non-linear constraints around the
current point. In other words, this simply means neglecting the order-2 terms yielded by the
constraints in the Hessian of the Lagrangian ∇2 F(x). This simplifies the system solved at
each iteration (3.25). The price to pay for that is a small augmentation of the total number
of iterations required to reach convergence.
Thus, the linear system ∇2 F(x)δ = −∇F(x) solved at each iteration becomes :



Λ = diag

2
wtk

Λ
J

Jt
0






,

J=

δα
δλ




=

∂ 2F
∂ λi ∂ αkt

b1
b2


where:

(3.26)


,

b1 = −∇α F,

b2 = −∇λ F.

Since the constraints are now linear, the upper-left bloc (Λ) becomes a diagonal matrix. The
lower-right bloc is zero. By exploiting this particular structure of the matrix, it is possible
to significantly reduce the dimension of the linear systems solved at each iteration. For
that purpose, we will split the Hessian into different blocs, and use the Schur complement
technique twice.
First decomposition of the Hessian
The system 3.26 can then be written as follows :
Λδα + Jt δλ
Jδα

= b1

(3.27)

= b2 .

(3.28)

It is now possible to isolate the computation of the step-vector δλ associated with Lagrange
multipliers, and express the step-vector δα associated with the variables in function of δλ :
JΛ−1 Jt δλ
δα

= b∗

where b∗ = JΛ−1 b1 − b2

−1

= Λ (b1 − Jt δλ )

(3.29)
(3.30)

The first line (3.29) is obtained by multiplying (3.27) with JΛ−1 and by substituting Jδα
with the expression given in (3.28). The second line (3.30) is obtained by multiplying
(3.27) by Λ−1 . Note that the matrix Λ is diagonal, therefore obtaining Λ−1 is trivial. This
technique is known as the Schur complement.
[NW00]

Nocedal and Wright. Numerical Optimization. Springer, 2000.
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By using these expressions, the original algorithm (3.25) can be rewritten :
while k∇F(x)k > ε
compute b, J, Λ
solve Equation 3.29 → δλ
δα ← Λ−1 (b1 − Jt δλ ) (Equation 3.30)
λ ← λ + δλ ; α ← α + δα / ∗ x = (α, λ ) ∗ /
end
The initial system, of dimension 4n f + 2nint was replaced with a smaller one, of dimension n f + 2nint , where the matrix JΛ−1 J solely depends on the Jacobian matrix of the
constraints J and the diagonal matrix Λ (c.f. Equation 3.29). Solving this system gives the
step-vector δλ that allows to update the Lagrange multipliers. It is then easy to compute the
step vector δα that updates the variables, in function of δλ (c.f. Equation 3.30). Since the
dimension of the linear system solved at each iteration is much smaller than in the initial
algorithm, this new algorithm is much more efficient. We show now how to even more
reduce the dimension of this system, by analyzing the structure of the matrix JΛ−1 Jt and
applying one more time the Schur complement technique.
Second decomposition of the Hessian
To analyze the particular structure of JΛ−1 Jt , we can decompose the Jacobian of the constraints J into two sub-matrices J1 and J2 :


J1
J =
,
(3.31)
J2
where J1 (n f × 3n f ) denotes the Jacobian of the constraints CTri and where J2 (2nint × 3n f )
denotes the Jacobian of the constraint CPlan and CLen . We can see that J1 has an extremely
simple structure :


111
000


111


J1 = 
.
..


.
000

111

In addition, one can notice that its columns are orthogonal and linearly independent. Therefore, we can decompose JΛ−1 Jt as follows :


JΛ−1 Jt

=



Λ∗

J ∗t

J∗

J ∗∗




where

 ∗
Λ





J∗




 ∗∗
J

(n f × n f )

= J1 Λ−1 J1t

(2nint × n f )

= J2 Λ−1 J1t

(3.32)

(2nint × 2nint ) = J2 Λ−1 J2t

By using the bloc-decomposition of the matrix JΛ−1 Jt , Equation 3.29 becomes :
 ∗


 ∗ 
Λ J ∗t
δλ1
b1


 = 
.
(3.33)
∗
∗∗
∗
J
J
δλ2
b2
In other words, this can be written as :
Λ∗ δλ1 + J ∗t δλ2
J ∗ δλ1 + J ∗∗ δλ2

= b∗1
= b∗2 .

(3.34)
(3.35)
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Figure 3.28: Some examples of parameterizations obtained with our method ABF++. The
results offer more guarantees (no triangle flip) and better quality that previous methods
(including our LSCM method).
Since J1 is orthogonal and since Λ−1 is diagonal, the matrix Λ∗ = J1 Λ−1 J1t is diagonal.
Therefore, we can now isolate the computation of the vector δλ2 from the rest, by solving
the following system :

(3.36)
J ∗ Λ∗−1 J ∗t − J ∗∗ δλ2 = J ∗ Λ∗−1 b∗1 − b∗2 .
Equation 3.36 was obtained by multiplying (3.34) with J ∗ Λ∗−1 , then substituting J ∗ δλ1
with the expression (3.35). Then, the vector δλ1 can be computed in function of δλ2 :

δλ1 = Λ∗−1 b∗1 − J ∗t δλ2
(3.37)
by multiplying (3.34) with Λ∗−1 .
We can remark that the computation of δλ2 requires to solve a linear system of dimension 2nint , whereas the initial problem formulation uses a system of dimension 4n f + 2nint .
By using Euler’s formula n f ≈ 2nint , we estimate that 4n f + 2nint ≈ 10nint . Thus, our new
formulation shrinks the dimension of the matrices by a factor 5.
Putting everything together: ABF++ Algorithm
We can now combine these different computations to write the ABF++ parameterization
algorithm :
while k∇F(x)k > ε
compute b, J, Λ
solve Equation 3.36 → δλ2
compute δλ1 (Equation 3.37)
compute δα (Equation 3.30)
λ1 ← λ1 + δλ1 ; λ2 ← λ2 + δλ2
end

(3.38)
;

α ← α + δα

/ ∗ x = (α, λ ) ∗ /

As compared to the initial Newton formulation (3.25), the new methods needs a couple
of additional iterations to converge (typically 8 to 10 instead of 5). However, at each
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iteration, the linear system that is solved is of dimension 5 times smaller. We use SuperLU,
a direct sparse solver to solve the linear system (equation 3.36). In practice, the final
algorithm is 10 times faster than the initial one. As a consequence, surfaces of more than
100K triangles can now be parameterized in less than one minute. Another advantage is the
reduced memory storage required to store the matrices. Figure 3.28 shows some examples
of parameterizations computed with our approach.
More recently, I worked with Rhaleb Zayer on a method also derived from ABF.
Rhaleb’s idea was to use an order-1 estimate of the error [ZLS07]. This latter approximated method is much simpler to implement and very efficient, since it only requires to
solve two linear systems. To keep the length of this thesis reasonable, we do not detail this
method here.
In the next sections, we will see different applications of parameterization methods.
Besides texture mapping[ZMT05] , that is a natural application of this type of method [Lé01],
[LPRM02], we have experimented several applications, that can use the decoupling between the geometry and some properties stored in parameter space. Since a surface parameterization puts it in correspondence with a simpler 2D space, several algorithm can
benefit from this representation. In this chapter, we quickly present different applications
of these method to re-meshing problems, to surface extrapolation, and to numerical light
simulation. In the frame of this thesis, we will not enter the details of these applications.

[ZMT05]

Eugene Zhang, Konstantin Mischaikow, and Greg Turk. Feature-based surface parameterization
and texture mapping. ACM Transaction on Graphics, 2005.
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Re-meshing

The work of this section was realized in cooperation with Pierre Alliez, David CohenSteiner (Inria Sophia Antipolis) and Mathieu Desbrun (Caltech). We have published the
results at the ACM Siggraph conference [ACSD+03].
We have proposes a novel polygonal remeshing technique that exploits a key aspect of
surfaces : the intrinsic anisotropy of natural or man-made geometry. In particular, we use
curvature directions to drive the remeshing process, mimicking the lines that artists themselves would use when creating 3D models from scratch. After extracting and smoothing
the curvature tensor field of an input geometry patch, lines of minimum and maximum
curvatures are used to determine appropriate edges for the remeshed version in anisotropic
regions, while spherical regions are simply point-sampled since there is no natural direction
of symmetry locally. As a result our technique generates polygon meshes mainly composed
of quads in anisotropic regions, and of triangles in spherical regions. Our approach provides the flexibility to produce meshes ranging from isotropic to anisotropic, from coarse
to dense, and from uniform to curvature adapted.
The figure below shows our method applied to various data sets. A-H: the octa-flower
geometry illustrates the behavior of our remeshing technique for piecewise smooth surfaces. Principal direction fields are estimated and piecewise smoothed (C) I: The bunny’s
head is remeshed with different mesh densities. J: Finally, Michelangelo’s David is remeshed;
close-ups on the eye and the ear show the complexity of the model, and how the lines of
curvatures match the local structures. Below is another closeup, on the whole face this
time, with lines of curvatures and polygonal mesh.
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Surface extrapolation

Shape optimization and surface fairing for polygon meshes have been active research areas
for the last few years. Existing approaches either require the border of the surface to be
fixed, or are only applicable to closed surfaces. In this paper, we propose a new approach,
that computes natural boundaries. This makes it possible not only to smooth an existing
geometry, but also to extrapolate its shape beyond the existing border. Our approach is
based on a global parameterization of the surface and on a minimization of the squared
curvatures, discretized on the edges of the surface. Using a global parameterization makes
it possible to completely decouple the outer fairness (surface smoothness) from the inner
fairness (mesh quality). In addition, the parameter space provides the user with a new
means of controlling the shape of the surface. When used as a geometry filter, our approach
computes a smoothed mesh that is discrete conformal to the original one. This allows
smoothing textured meshes without introducing distortions. Our approach is outlined in the
figure: Due to shadows, scanned meshes often have complex holes and irregular borders
(Figure A). A global parameterization of the surface is computed (Figure B). Filling the
holes and extrapolating the borders become 2D problems in parameter space (Figure C).
The locations of the new vertices in 3D space are computed by approximating a minimal
energy surface (Figure D).
The surface constructed by our approach is an approximation of a minimal energy surface (MES), defined by the following energy functional:
Z

EMES

=

2
2
κmin
+ κmax
dudv

Ω

We propose a discrete version of the energy functional, defined as follows:
EMES ' F(x) =

1
6

∑ A (T ) + A (T 0 )
e∈E


e = (i, j) ;

w2 (e) =

vi − v j
u j − ui

JT .w2 (e)
kJT .w2 (e)k

−

JT 0 .w2 (e)
kJT 0 .w2 (e)k

2



where J(δ ) denotes the Jacobian matrix of x(., .) (i.e. the matrix of the differential dx) at
the point u + δ .w , given by:

t
∂ x/∂ u ∂ y/∂ u ∂ z/∂ u
J =
(3.39)
∂ x/∂ v ∂ y/∂ v ∂ z/∂ v
To minimize this non-linear fairing functional, we experiment different solvers, including Newton’s method, BFGS, and SQP (sequential quadratic programming). I published
this method in [Lé03].
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Numerical Light Simulation

Complete numerical simulation of global illumination is a computationally intensive process. The complexity of the problem has two main aspects:
 geometric complexity: Highly Tessellated models dramatically increase computation
times;
 lighting complexity: Sharp shadows and small-scale lighting variations are difficult to
represent.
For these two reasons, finite element methods perform poorly when applied to highly
Tessellated models, due to the tight coupling they introduce between the geometry and the
lighting.
In this paper, we introduce the Parametric Master Element (PME), a new structure that
makes finite-element methods applicable to large tessellated meshes, by using a parameterization to decouple the representation of the energy from the geometry of the scene.
Both can be independently and continuously considered at different scales, which optimizes
large-scale transfers and enables capturing sub-facet lighting details. PME may be used by
various finite-element global illumination methods. The view-independent solution, represented in parameter-space, can be directly exploited by graphics hardware for interactive
walkthroughs. To construct our representation, we first repair the model (Figure A), then
we decompose the model into charts (Figure B), then we parameterize and extrapolate each
chart (Figure C). The radiosity equation is then solved by a Finite Elements method. This
work was realized by Gregory Lecot during is Ph.D thesis work, and published in [LL06].

Figure 4.1: A,B: Our method ABF++ combined with a segmentation algorithm allows to
create a texture atlas. However, the large number of discontinuities can be problematic for
some algorithms. C: a global parameterization does not suffer from these problems. (Data:
Digital Michelangelo Project, Stanford).

Figure 4.2: The method MAPS and its derivatives compute a global parameterization
by decomposing the initial surface (A) into a set of triangular maps (B), and regularly
resample these maps (C).
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Chapter 4

Global Parameterization
As we have seen in the previous chapter, parameterization methods can now easily put a 3D
shape in one-to-one correspondence with a subset of R2 . When the shape has a topology
that is more complicated than a disk, it is possible to decompose the surface into a set of
maps, homeomorphic to disks, by using a segmentation algorithm [CSAD04] . Each chart is
then parameterized (see Figure 4.1-A,B). Even if this solution works, it is not completely
satisfactory : why one should “damage” the surface just to define a coordinate system on it
? From the application point of view, chart boundaries are difficult to handle in remeshing
algorithms, and introduce artifacts in texture mapping applications. For this reason, we
focus in this section on global parameterization algorithms, that do not require segmenting
the surface. (Figure 4.1-C).
To compute such a global parameterization, the geometry processing community first
developed methods that operate by segmenting / parameterizing / and resampling the ob+
ject. To our knowledge, this idea was first developed in the MAPS method [LSS 98] (Multiresolution Adaptive Parameterization of Surfaces). As shown in Figure 4.2, this method
starts by partitioning the initial object (Figure 4.2-A) into a set of triangular charts, called
the base complex (Figure 4.2-C). Then, a parameterization of each chart is computed, and
the object is regularly resampled in parametric space (Figure 4.2-C). Further refinements
of the method improved the inter-chart continuity[KLS03] , formalized by the notion of transition function, explained further in this section. This representation facilitates defining
hierarchical representations and implementing multi-resolution processing tools on top of
it[GSS99b] .
This family of methods use a set of triangular charts to define the base complex. For
some applications, such as texture mapping, or surface approximation with tensor-product
splines (Section 4.3), it is preferred to use a base complex composed of quadrilaterals. The
difference seems subtle at first sight, but automatically constructing a good quadrilateral
base complex is still an open problem. A variant of the MIPS[HG00] method, applied to a
[CSAD04]
[LSS+ 98]

[KLS03]
[GSS99b]
[HG00]

D. Cohen-Steiner, P. Alliez, and M. Desbrun. Variational shape approximation. In Computer
Graphics (Siggraph). ACM, 2004.
Aaron W. F. Lee, Wim Sweldens, Peter Schröder, Lawrence Cowsar, and David Dobkin. MAPS:
Multiresolution adaptive parameterization of surfaces. Computer Graphics, 32(Annual Conference
Series):95–104, 1998.
A. Khodakovsky, N. Litke, and P. Schröder. Globally smooth parameterizations with low distortion.
ACM TOG (SIGGRAPH), 2003.
I. Guskov, W. Sweldens, and P. Schröder. Multiresolution signal processing for meshes. Computer
Graphics Proceedings (SIGGRAPH 99), pages 325–334, 1999.
K. Hormann and G. Greiner. MIPS: An efficient global parametrization method. In P.-J. Laurent,
P. Sablonniere, and L. Schumaker, editors, Curve and Surface Design: Saint-Malo 1999, pages
153–162. Vanderbilt University Press, 2000.
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Figure 4.3: A global parameterization (also called differential manifold in the mathematics
literature) is a set of parameterized charts (ϕ, ϕ 0 , . . .) connected by differentiable transition
functions (τϕ→ϕ 0 . . .).
quadrilateral base complex, was proposed[THCM04] . However, the method requires the user
to interactively define the base complex.
The next subsection introduces the fundamental notions, i.e. the notion of differential
manifold. Then we will review recent advances in this area, and our contributions.

4.1
4.1.1

Differential Manifolds
Notion of differential manifold

We start by defining the notion of differential manifold (that formalizes the notion of global
parameterization outlined at the beginning of the section). This makes it possible to define
a globally smooth parameterization on a surface of arbitrary genus, by connecting multiple
local parameterizations. To our knowledge, the notion of differential manifold was first
introduced to the geometry processing community by Grimm and Hugues[GH95] . More
recently, a construct was proposed to define surfaces of class C∞[YZ04] .
Given a surface S, we consider a set of (possibly overlapping) topological disks {C},
called charts, and a set of functions {ϕ} that put each chart C in correspondence with a
2D domain Ω (c.f. Figure 4.3). The 2D coordinates will be denoted by θ , φ . The set of
functions {ϕ} defines a differential manifold if the following condition is satisfied : Given
two charts C and C0 , if their intersection C ∩ C0 is homeomorphic to a disk, then the two
images of their intersection C ∩ C0 in parametric space through ϕ and ϕ 0 are linked by a
differentiable geometric transform τϕ→ϕ 0 :
∀p ∈ C ∩ C0 ,

ϕ 0 (p) = τϕ→ϕ 0 (ϕ(p))

The functions τϕ→ϕ 0 are called transition functions[KLS03] . A manifold is said to be
affine if all the transition functions are translations. Complex manifolds admit any one-toone conformal function as a transition function (c.f. Section 3.3.6 for the notion of conformality). In particular, this includes similarities, i.e. functions composed of translations,
[THCM04] M. Tarini, K. Hormann, P. Cignoni, and C. Montani. Polycube-maps. ACM TOG (SIGGRAPH),
2004.
[GH95]
C. Grimm and J.F. Hugues. Modeling surfaces of arbitrary topology using manifolds. In SIGGRAPH conference proceedings, 1995.
[YZ04]
L. Ying and D. Zorin. A simple manifold-based construction of surfaces of arbitrary smoothness.
ACM TOG (SIGGRAPH), 2004.
[KLS03]
A. Khodakovsky, N. Litke, and P. Schröder. Globally smooth parameterizations with low distortion.
ACM TOG (SIGGRAPH), 2003.
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rotations and scalings. The interested reader may refer to differential geometry books[Wei]
for a complete definition of these objects. Whereas the state-of-the-art is limited to affine
manifolds[GY03a,GGT04] , we will show further, in Section 4.2, a method that computes a subclass of complex manifolds, with translational and rotational degrees of freedom in their
transition functions. These additional degrees of freedom allow more flexibility to align
the parameterization with vector fields. Before presenting our approach, we will introduce
the basic notions and principal methods that construct global parameterizations.

4.1.2

Exterior calculus

By using a representation of a manifold as a set of charts (with the associated transition
functions), it is possible to manipulate functions defined over the manifold, compute their
gradients and integrate them over subsets of the manifold. However, these computations
often involve the Jacobian matrix of each local parameterization in a non-trivial manner,
and make all the computations quite involved. Despite the possibility of using formal tools
(e.g. Maple), this way of conducting computations remains frustrating from an intellectual
point of view.
Exterior calculus is an elegant alternative to this problem. This is a geometric calculus,
without coordinates, that considers the functions as abstract mathematical objects, combined with operators. At the end, to use the functions, one still needs to “instantiate” them
in a local coordinate frame. However, by post-poning the (lower-level) representation in
coordinates at the end of the mathematical reasoning, most computations are simplified by
higher level considerations, guided by the algebraic structure defined by the functions and
the operators.
Exterior calculus generalizes the fundamental theorem of calculus, that defines the integral of a function :
Z b

f (x)dx = F(b) − F(a)

a

where F denotes the primitive of f .
The generalized theorem is given by :
Z

Z

dω =

ω

Ω

∂Ω

where ω is a differential k-form, ∂ Ω denotes the border of Ω, and d denotes the exterior
derivative. For the moment, one may think about a k-form as something that wants to be integrated over a k-dimensional domain. Therefore, 0-forms correspond to classic functions,
1-form to vector fields (that one can integrate along a curve), and 2-forms to functions that
one wants to integrate over a surfacic domain. About the exterior derivative, this is a generalization of the gradient operator. The exterior derivative has also the noticeable property
of vanishing when applied twice (ddω = 0), we will explain why further.
The divergence theorem (Ostrogradsky-Gauss) is a particular case :
Z

vol

Z

divKdv =

∂ vol

K · NdS

where N denotes the normal to the border of the volume. Note that in the “exterior calculus”
version, the scalar product with the normal is already taken into account by the integration
over ∂ Ω (this is the way exterior calculus considers the border of a subset). More generally,
exterior calculus exhibits a symmetry between the integrated entities (called differential
[Wei]
[GY03a]
[GGT04]

Eric W. Weisstein. Manifold.
X. Gu and S.-T. Yau. Global conformal surface parameterization. In Symposium on Geometry
Processing. ACM, 2003.
S.J. Gortler, C. Gotsman, and D. Thurston. One-forms on meshes and applications to 3d mesh
parameterization. Technical report, Harvard University, 2004.
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forms) and the integration domains (called chains). The integration of a form ω over a
chain Ω is then a certain type of inner product (or dot product) < ω, Ω >. The border
operator ∂ computes the border ∂ Ω of a chain Ω, and returns another chain, of lower
dimension. With this notation, Stokes theorem can be written as :
< dω, Ω >=< ω, ∂ Ω >
in other words, from an intuitive point of view, the exterior derivative d becomes the border
operator ∂ when one “shifts” if from the integrated form ω to the integration domain Ω.
This exhibits the duality between the exterior derivative d and the border operator ∂ . For
this reason, differential forms are also called co-chains and the exterior derivative is also
called the co-border operator1 .
Finally, one can note that the fundamental theorem of calculus is retrieved as a special
case :
Z
Z
Z
f (x)dx =
dF =
F = F(b) − F(a)
(a,b)

a,b

a− ∪b+

This is the orientation of the border ∂ (a, b) = a− ∪ b+ that introduces the “-” sign in
front of F(a).
To our knowledge, notions of exterior calculus first appeared in the community in
Pinkall and Polthier’s paper [PP93a] , where they used Hodge duality to compute minimal
surfaces. Then, Gu et. al [GY03a,GY04] used the fundamental notions involved in Poincaré’s
conjecture to compute global parameterizations. Anil Hirani developed in his Ph.D thesis
a discrete counterpart of exterior calculus (DEC) [Hir03] , especially well suited to geometry
processing with meshes. More recently, in 2005, Schröeder and Desbrun gave a course at
SIGGRAPH about DEC. This latter course contributed to make these complex abstract notions accessible to a wider community, and we redirect the interested reader to their course
notes for more details on this fascinating topic. The next subsection quickly reviews methods based on co-homology (and introduces the related notions). In what follows, we keep
the general continuous setting for the explanations.

4.1.3

Homology and co-homology

As we have seen in the previous subsection, the notion of border of an integration domain
plays a central role in exterior calculus, since the fundamental theorem (Stokes) connects
integrals over the domain with integrals on the border. This exhibits fundamental connections between the theory of integration and the topology of the surface, characterized by its
homology group. For instance, two closed curves C1 and C2 are homologically equivalent if
one can be transformed into the other one by continuous deformation. More generally, two
closed curves are homology-equivalent if their union corresponds to the border of a subset
of the object2 . This notion makes it possible to decompose any curve in the surface into
a “sum” of fundamental curves, called an homology basis. Figure 4.4 shows an example
of homology basis for a torus and double torus. More generally, an homology basis of an
object of genus g (in other word, a coffee cup with g handles) has 2g elements. As can be
seen in the Figure, each handle adds 2 fundamental curves (one of them winds around the
handle, and the other one winds in the perpendicular direction).
We have mentioned in the previous section the duality between integration domains
and differential forms. This duality also applies to the notion of homology (that relates
1 In

exterior calculus, the dual of a thing is called the co-thing.
see again that the notion of border involved in the fundamental theorem plays a central role.

2 We

[PP93a]
[GY04]
[Hir03]

U. Pinkall and K. Polthier. Computing discrete minimal surfaces and their conjugates. Experimental
Math., 2(15), 1993.
X. Gu and S.-T. Yau. Optimal global conformal surface parameterization for visualization. In
Visualization conf. proc. IEEE, 2004.
Anil Hirani. Discrete Exterior Calculus. PhD thesis, Caltech, 2003.
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Figure 4.4: Homology bases of a torus and a double torus.
to curves, or chains), from which co-homology (that relates to co-chains, or differential
forms) can be derived. We first need to give two more definitions:
 A form ω is closed if dω = 0
 A form ω is exact if it is equal to the exterior derivative of another form (∃σ /ω = dσ );
Note that exact forms are closed (since ddω = 0∀ω). Based on the duality between forms
(things to be integrated) and chains (domains of integration), we can now better understand
the terminology and notations : the boundary operator ∂ is dual to the exterior derivative d,
a closed form ω (i.e. such that dω = 0) is dual to a closed chain Ω (i.e. such that ∂ Ω = 0).
Moreover, the boundary of a chain is always closed (∂ ∂ Ω = ), this explains why the
exterior derivative vanishes when applied twice (ddω = 0).
We can now elaborate on co-homology : on a surface, one can associate to each fundamental curve of the homology basis a set of closed 1-forms (e.g. vector fields) that are
equivalent with respect to co-homology. More precisely, two 1-forms ω1 and ω2 are equivalent if their integral along all the curves of the homology basis match. Note that this is
the case if their difference ω2 − ω1 is exact since the integration of the difference along an
element Ω of the homology basis gives :
∃σ /ω2 − ω1 = dσ ⇒< Ω, dσ >=< ∂ Ω, σ >=< , σ >= 0
(we remind that the elements of the homology basis are closed curves). We can now give
the general definition of co-homology, that is to say the quotient space of closed forms on
exact forms (i.e. two closed forms are equivalent if their difference is an exact form). This
relation is dual to homology: two closed curves are equivalent if they are the border of a
subset3 .
As shown in Figure 4.5, Gu and Yau used these notions to compute a global conformal parameterization on a surface of arbitrary genus[GY03a,GY04] . To do so, they compute a
holomorphic function (i.e. the generalization of conformal functions mentioned in Section
3.3.6), based on an important theorem that states that each co-homology class contains a
unique harmonic one-form. We have already seen that the coordinates of a conformal map
are two harmonic functions. Similarly, a holomorphic function is composed of two conjugate (i.e. orthogonal) harmonic one-forms. Then, their method operates as follows : they
first compute a homology basis of the surface (using for instance Erickson’s method [EW05]
3 Being

[GY03a]
[EW05]

the border of a subset is dual to exactness for forms.
X. Gu and S.-T. Yau. Global conformal surface parameterization. In Symposium on Geometry
Processing. ACM, 2003.
Jeff Erickson and Kim Whittlesey. Greedy optimal homotopy and homology generators. In Proceedings of the 16th Annual ACM-SIAM Symposium on Discrete Algorithms, 2005.
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Figure 4.5: The method developed by Gu and Yau to construct a differential manifold first
computes a homology basis (A), then deduces a co-homology basis and finds the (unique)
harmonic one form in each co-homology class (B). Finally, the u and v potentials are
obtained by integrating these harmonic one-forms (C), that together define a holomorphic
function (D) (data courtesy of Stanford, parameterization courtesy of X. Gu)
or Lazarus [GTLH01] ) (A), then they deduce a co-homology basis, and find a pair of conjugate
harmonic one-forms (B). Finally, they integrate the one-forms to find the parameterization
(C). Note that for an object of genus g, the parameterization has necessarily 2g singularities. As explained further, we have proposed with Nicolas Ray a method to automate the
placement of these singularities [RLL+ 06], and to study their generalization to fractional
indices [LVRL06, RVL+ ] (see Figure 4.6).
In practice, the discrete version of Gu et. al’s framework operates by solving linear systems with three types of constraints: harmonicity, closedness, and duality. The harmonicity
equations are similar to the ones used by planar methods: the sum of vectors for edges incident to a vertex, weighed by the cotangent harmonic weights, is zero. The closedness
equations state that the sum of the 3 vectors for the edges of each face is zero (a “gradient
field” has no divergence). The duality conditions replace the boundary conditions in traditional parameterizations; they impose fixed values for the integral of the field on the closed
loops forming the homology basis of the surface (the 2g curves that cut open the handles of
the mesh, where g is the genus of the surface). Several systems are solved, in each system
the integral across one of the curves is constrained to 1, and all the others to 0.
Other authors have proposed methods that directly compute the parameterization, based
on modified Floater conditions. For instance, Steiner and Fischer have proposed to make
the object equivalent to a disk using a cut graph, and insert translation vectors in Tutte’s
conditions related to the vertices located on the cut graph[SF] . Tong et.al developed independently the same idea[TACSD06] , using the formalism of exterior calculus mentioned
above, and adding the possibilities of handling singularities of fractional index.
[GTLH01]

A. Guéziec, G. Taubin, F. Lazarus, and B. Horn. Cutting and stitching: Converting sets of polygons
to manifold surfaces. IEEE Transactions on Visualization and Computer Graphics, 7(2):136–151,
2001.
[SF]
D. Steiner and A. Fischer. Planar parameterization for closed manifold genus-g meshes using any
type of positive weights.
[TACSD06] Yiying Tong, Pierre Alliez, David Cohen-Steiner, and Mathieu Desbrun. Designing quadrangula-
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Figure 4.6: It is well known from mathematicians and rattan objects makers that the mesh
of an object of genus g has 2g singularities (or poles). Thus, a sphere (g = 1) has two poles
(A). It is possible to subdivide a pole into two half-poles (B) or four quarter-poles (C). The
order of multiplicity of a pole, or the rotation angle that the mesh undergoes when turning
around the pole is called the index of the pole.
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Figure 4.7: Top: a sphere with two higher-order singularities, of index +5 (front) and -3
(back). The sum corresponds to the Euler-Poincaré characteristic (2 for a sphere). Bottom:
zoom on the neighborhood of a singularity. As can be seen, our approach properly captures
the non-linear nature of the singularity.
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To summarize, these methods[GY02,TACSD06] implicitly create a parameterization by
solving for differential one-forms. Instead of associating (u, v) coordinates with vertices
as in typical planar parameterization, they associate planar vectors (du, dv) with the edges
of the mesh, computing a gradient field, or one-form. These parameterizations can be converted to a special form of planar parameterization by fixing a vertex, then walking around
to other vertices and adding edge vectors. The method guarantees that inside a topological disc region, the same coordinates are obtained for each vertex regardless of the path
used to walk to it from the source vertex. Genus-1 can be mapped to an infinite plane
using a multi-periodic function by tiling the plane using a modular parallelogram - a fundamental domain bounded by 4 curves, parallel two by two. For higher genus, applying this
method directly will cover the plane multiple times. Such parameterizations are guaranteed
to be continuous everywhere, except at a small number of singular points, and are therefore
sometimes referred to as globally continuous parameterizations. We show some examples
of such singular points in Figure 4.6. These singularities are characterized by the notion of
index, explained on the same Figure. An important theorem (Poincaré-Hopf) states that the
sum of the indices of the singularities in a vector field corresponds to the Euler-Poincaré
characteristic X = 2 − 2g of this surface. We have studied with Nicolas Ray, Bruno Vallet
and Wan-Chiu Li a discrete representation of these vector fields, that permits representing
singularities with arbitrary index [RVL+ , LVRL06] (see Figure 4.7). To keep the length
of this thesis reasonable, we will not enter the details of our approach, and have chosen to
focus on topics related to surface parameterization.

4.2

Periodic Global Parameterization

The work described in this section and in the next section was realized in cooperation with
Nicolas Ray (researcher in the team) and Wan-Chiu Li (Ph.D. candidate, co-advised by
Jean-Claude Paul, Nicolas Ray and myself).

4.2.1

Triangulated differential manifold

Our goal is to construct a global parameterization such that the gradients ∇θ , ∇φ of the
parameter-space coordinates θ , φ are aligned with two prescribed vector fields (for instance, the principal directions of curvature). We first start with the simplest possible
charts, i.e. the triangles. In our initial setting, the global parameterization is defined by
the coordinates θiT , φiT at the corners of the triangles, where the global index i denotes a
vertex, and T denotes a triangle. Using the so-defined manifold structure, it is possible to
derive a parameterization of more general charts, by assembling the triangles in parameter
space, as explained later in Section 4.2.7.
We first consider the case of an affine manifold (i.e. the transition functions τϕ→ϕ 0 are
translations). We will then show how to introduce the rotational degree of freedom. Given
two triangles T = (i, j, k) and T 0 = (k, j, l) sharing the edge ( j, k), their parameter-space
coordinates (θ , φ ) define an affine manifold if:


θ jT
φ jT



0

θ jT
−
0
φ jT

!


=

θkT
φkT




−

0

θkT
0
φkT


(4.1)

tions with discrete harmonic forms. In ACM/EG Symposium on Geometry Processing, 2006.
X. Gu and S.-T. Yau. Computing conformal structures of surfaces. Communications in Information
and Systems, 2(2):121–146, 2002.
[TACSD06] Yiying Tong, Pierre Alliez, David Cohen-Steiner, and Mathieu Desbrun. Designing quadrangulations with discrete harmonic forms. In ACM/EG Symposium on Geometry Processing, 2006.
[GY02]
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Figure 4.8: Algorithm overview. A: input mesh model; B: smoothed curvature directions;
C: iso-kπ θ and φ curves. The singular vertices, edges and triangles are highlighted; D:
chart layout (extracted from the iso-2kπ curves); E: final result, obtained after fixing the
charts with singularities; F: the resulting base complex.
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We now need to derive an energy functional F, depending on all the (θiT , φiT ) coordinates and characterizing the alignment of the gradients (∇θ , ∇φ ) to a “guidance vector
field”, deduced from filtered principal directions of curvatures. Such a guidance field can
also be “designed” using interactive tools[ZMT06,ZHT06] .
In our formulation of the energy functional F, instead of expressing Equation 4.1 as a
constraint, we replace the (θiT , φiT ) variables with alternative variables, associated to the
vertices (rather than to the corners of the triangles), and naturally satisfying the constraints.
We will then show how to retrieve the (θiT , φiT )’s from those alternative variables.
We introduce an additional restriction on the transition functions τϕ→ϕ 0 : the coordinates
of the translation vectors connecting two charts should be integer multiples of 2π. With this
additional constraint, we have:


cos θ jT
sin θ jT


=

!
0
cos(θ jT + 2sπ)
=
0
sin(θ jT + 2sπ)

0

cos θ jT
0
sin θ jT

!


;

cos φ jT
sin φ jT

0


=

cos φ jT
0
sin φ jT

!
(4.2)

(this condition is also satisfied at vertex k). As a consequence, and given a vertex i, for
all the triangles T incident to i, the values of cos θiT and sin θiT (resp. φ ) coincide. We
introduce the variables Ui = (cos θiT , sin θiT ) and Vi = (cos φiT , sin φiT ), which no-longer
depend on T and are attached to the vertices instead.
We now consider the more general case of a sub-class of complex manifolds where
transition functions τϕ→ϕ 0 can be combinations of translation and rotation. The coordinates of the translations are constrained to be multiples of 2π as before, and the rotation
angles are constrained to be multiples of π/2. We will refer to this configuration as a periodic global parameterization. In this setting, the compatibility condition connecting two
triangles (Equation 4.2) is replaced with:
∃r ∈ {0, 1, 2, 3}
!

 
r
0
cos θ jT
cos θ jT
0 −1
=
0
1 0
sin θ jT
sin θ jT


;

cos φ jT
sin φ jT





0
=
1

−1
0

r

0

cos φ jT
0
sin φ jT

!

(4.3)

As a consequence, given a vertex i, for all the triangles T incident to i, the values of
cos θiT and sin θiT (resp. φ ) coincide up to a change of sign and a swapping of the sine and
cosine.
We now show how to express the alignment with the input vector fields in terms of
the variables (Ui ,Vi ) (Sections 4.2.2,4.2.3,4.2.4) and explain how to retrieve the parameterspace coordinates (θiT , φiT ) from these variables (Section 4.2.6). We will then proceed to
extract the chart layout (Section 4.2.7), and show how to retrieve a parameterization of the
charts from the per-triangle coordinates (θiT , φiT ) (Section 4.2.8).

4.2.2

Parameterization Alignment

~ and K
~ ⊥ deThe input to our algorithm consists of two orthogonal control vector fields K
fined on a surface S, and a chart size parameter ω. The control vector fields are defined at
the vertices of the surface mesh and are linear across the triangles. The meaning of this parameter ω and the way to choose it are explained below. Our method aims at constructing a
complex manifold {ϕ T } = {(θ T , φ T )} such that each function ϕ T associated to a triangle
T satisfies:
~ ; ∇φ T = ω K
~⊥
(4.4)
∇θ T = ω K
[ZMT06]
[ZHT06]

Eugene Zhang, K. Mischaikow, and Greg Turk. Vecror field design on surfaces. Technical report,
2006. GVU 04-16, Georgia Tech.
Eugene Zhang, James Hays, and Greg Turk. Interactive tensor field design and visualization on
surfaces. Technical report, 2006.
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In addition, the complex manifold should be a periodic global parameterization, i.e. the
transition functions τT →T 0 should be solely composed of translations multiples of 2π and
rotations multiples of π/2.
The gradient of the parameterization should not depend on the magnitude of the input
vector fields. When our goal is to construct a parameterization as isometric as possible, we
~ = kK
~ ⊥ k = 1. Our article [RLL+06] also explains
normalize the control vector fields kKk
how to reduce the curl of the vector fields and hence minimize the number of singularities
in the parameterization. This yields a parameterization that is no longer isometric, but still
conformal. The benefit is a smaller number of singularities.
Due to this normalization, the parameter ω controls the period of the θ and φ functions.
As described in Section 4.2.7, we will use the 2π periods of the parameterization to define
the chart layout. Hence, ω will determine the size of the charts. In all our examples, we
set ω to ten times the average edge length in the input mesh. Note that if ω is too large,
charts that are not homeomorphic to disks may be generated. This can be easily detected
by computing the Euler-Poincaré characteristic of the charts, and ω can be automatically
decreased if such a configuration is detected.
Since curl(∇ρ) = 0 for any scalar field ρ, a solution to Equation 4.4 exists only if
~ = curl(K
~ ⊥ ) = 0[Nee94] . In general, the input vector fields might have non-zero
curl(K)
curl. Hence, we have to restate our goal in weaker terms by minimizing the following
energy functional:
Z 

~ 2 + k∇φ T − ω K
~ ⊥ k2 dS
F =
k∇θ T − ω Kk
(4.5)
S

Given this problem setting, the main difficulty is to express the alignment of the parameterization gradients with the control vector fields independently from the translational and
rotational degrees of freedom. We first introduce translation-invariance into the formulation in Section 4.2.3, and then refine the formulation to introduce the rotational degree of
freedom (Section 4.2.4).

4.2.3

Translation-invariant Energy Functional

The main challenge in the formulation given by Equation 4.5 is to find a way to solve
for a periodic function. As explained in Section 4.2, to support translational invariance in
parameter space, we propose to use the 2π periodicity of the sine and cosine functions. As
shown below, it is possible to restate the alignment with the control vector fields in terms
of the sines and cosines U = (cos θ , sin θ ) and V = (cos φ , sin φ ) of the parameters θ and
φ . The U and V ’s will be the unknowns of our problem. Thus, we will obtain a periodic
definition of the minimizer of the energy functional F.
Following the proof in our paper [RLL+06] we can minimize the following function F ∗
instead of F, as it admits the same minimizer:
Z 

~ T k2 + k∇φ T − ω K
~ T⊥ k2 ds
F∗ = ∑
k∇θ T − ω K
(4.6)
T

T

~ T and K
~ T⊥ denote the average value of K
~ (resp. K
~ ⊥ ) across the triangle. Since
where K
∇θ T and ∇φ T are constant across each triangle, we have


~ T k2 + k∇φ T − ω K
~ T⊥ k2 AT
F ∗ = ∑ k∇θ T − ω K
(4.7)
T

where AT is the area of triangle T . We now consider a single entry in this sum:


~ T k2 + k∇φ T − ω K
~ T⊥ k2 AT
FT =
k∇θ T − ω K

[Nee94]

Tristan Needham. Visual Complex Analysis. Oxford Press, 1994.

(4.8)
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Figure 4.9: Triangle notations.
Since it is difficult to introduce translational invariance directly into FT , we will first
θ , the energy along the edges ~
study FT,i
ei of T (Figure 4.9) with respect to θ . The energy
φ

FT,i with respect to φ is derived in a similar manner. We will then express FT as a linear
φ

θ ’s and F ’s.
combination of the FT,i
T,i
Intuitively, when considering the difference along the edge ~ei , we need to consider the
~ to the edge and the gradient ∇θ along the edge.
difference between the projection of K
~ ·~ei /k~ei k, and the gradient along the edge is (θi⊕2 − θi⊕1 )/k~ei k where
The projection is K
i ∈ {1, 2, 3} denotes a local index in T (see Figure 4.9) and ⊕ denotes addition modulo 3.
We define the energy along the edge as :

Feθi

=

Z 
~ei

~ ·~ei
θi⊕2 − θi⊕1 − K

2

/k~ei k2 ds

(4.9)

With a derivation similar to the one given in the appendix of our paper [RLL+06], since
~
~ with K
~ i = (K
~ i⊕2 + K
~ i⊕1 )/2 and
K and K~⊥ are linear along the edges, we can replace K
scale the minimized function by k~ei k without changing the minimizer. The new energy
functional that we will minimize per edge is
θ
FT,i

=



~ i ·~ei
(θi⊕2 − θi⊕1 ) − ω K

2

(4.10)

Using this energy formulation, it is now easy to introduce the translational invariance,
replacing the difference by a difference modulo translation by 2π:
n
o
θ
~ i ·~ei )2
FT,i
= mins ((2sπ + θi⊕2 − θi⊕1 ) − ω K
(4.11)
By approximating this difference by the norm of the difference of the sine and cosine
vectors, corresponding to order 1 Taylor expansion, we obtain:


2
~ i ·~ei ) − sin(ω K
~ i ·~ei )
cos(ω K
θ
FT,i
'
Ui⊕2 −
U
i⊕1
~ i ·~ei ) cos(ω K
~ i ·~ei )
sin(ω K
(4.12)
where:
Ui = (cos θi , sin θi )
Note that using this formulation, we no longer depend on the translational coefficient s
(Equation 4.11).
θ + F φ ),
Note that theoretically at this point, we can simply minimize ∑T,i∈1,2,3 (FT,i
T,i
which corresponds to a discrete, edge-based version of the energy. The resulting method
works well for regularly sampled surfaces but is sensitive to anisotropic samplings. For this
reason, we also propose in [RLL+06] a variant of our objective functional which integrates
the energy over the triangles. In our experiments this greatly improved the results without
adding too much computation overheads.
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Figure 4.10: Locally re-orienting the control vector field.
Our current formulation for F ∗ supports translational invariance. We now proceed to
introducing rotational invariance into the formulation.

4.2.4

Rotation-invariant Energy Functional

In general, it is not possible to globally orient a vector field in a consistent way (see the circled region). To alleviate this issue, we modify the
formulation of the triangle energy (Equation 4.8) by locally reorienting
the vector field in the new formulation (Figure 4.10). The orientations
~ 1, K
~ 2 and K
~ 3 at the respective vertices of the triangle
of the vectors K
~2
(Figure 4.10) are now allowed to vary by multiples of π/2. Thus, K
~ 3 ) is aligned with K
~ 1 by applying r2 rotations of π/2 (resp. r3 ).
(resp. K
The rotation is applied simultaneously to the control vector fields
~ i, K
~ i⊥ ) and to the unknowns (θi φi ). Note that an odd difference of ri along an edge
(K
means swapping the unknowns (i.e., connecting θ ’s with φ ’s).
To define the objective function FT on the triangles, we use the same approach as in
previous Section. We first express the deviation FT,i along an edge, then express FT as
a linear combination of the FT,i ’s. Since the θ ’s and the φ ’s may be coupled, we can no
longer separate them.
Adding rotational invariance, Equation 4.11 becomes


FT,i = min
s,t

ri⊕2 

0 −1
1 0

 
θi⊕2
0
−
φi⊕2
1

ri⊕1 

−1
0

  
δ
θi⊕1 + 2sπ
− ⊥i
φi⊕1 + 2tπ
δi

2

where:

ri

= argmax
r ∈ {0, 1, 2, 3}


r 

~ 1 . 0 −1 K
~i ; K
~ i0 = 0
K
1 0
1



~ 0 +K
~0
δi = ω/2 K
ei
i⊕1
i⊕2 ·~

;

ri

−1
0

~i
K

(4.13)



~ 0⊥ + K
~ 0⊥ ·~ei
δi⊥ = ω/2 K
i⊕1
i⊕2

As in previous Section, to take the periodicity of the (θ , φ ) parameters into account, we
solve for the sines and the cosines of these parameters. FT,i as a function of the sines and
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Figure 4.11: Plots of the norm kUi k and the energy functional F ∗ . As can be seen, singularities are characterized by both a small norm of the Ui ’s (resp. Vi ’s) and a high energy
F ∗.
cosines (using the same order 1 approximation as in Equation 4.12) is then given by:
FT,i '


cos δi

sin δi
M ri⊕2 Xi⊕2 − 
 0
0


0 0
0 0
where: M = 
1 0
0 1

− sin δi
cos δi
0
0

0
0
cos δi⊥
sin δi⊥



−1 0
0 1

0 0
0 0


0
0 
 M ri⊕1 Xi⊕1
− sin δi⊥ 
cos δi⊥


2

(4.14)



 
cos θi
 sin θi 
Ui

Xi =   = 
cos φi 
Vi
sin φi

;

θ +
As in the previous section, we can simply compute the minimizer of F ∗ = ∑T,i∈1,2,3 (FT,i
φ

FT,i ), that corresponds to a discrete version of the energy.
We now have :
3

θ
+ FT,i )
F ∗ = ∑ FT = ∑ ∑ λiT (FT,i
φ

T

(4.15)

T i=1

φ

θ , F are given by Equation 4.14.
where FT,i
T,i
The terms λiT can be set to 1. Our article [RLL+06] also gives a better way of computing them, by integrating the energy over the triangles (to obtain a mesh-independent
formulation).

4.2.5

Numerical Solution Mechanism

To obtain the minimizer of F ∗ , we lock one of the vertices U1 = (1, 0),V1 = (1, 0) and
minimize F ∗ with respect to all the other variables. Since F ∗ is a quadratic form, this means
solving a sparse symmetric system. We use the conjugate gradient algorithm with Jacobi’s
preconditioner. For models with more than 50K vertices, the norms of the Ui ,Vi ’s quickly
decrease when we move far away from the locked vertex, resulting in both weighting biases
and numerical instabilities. To stabilize the system, we add a (non-linear) penalty term,
preventing the norms of the U,V ’s from decreasing:

F ∗∗ = F ∗ + ε ∑ (kUi k2 − 1)2 + (kVi k2 − 1)2
i

This augmented energy functional is minimized using Newton’s algorithm. In our tests,
ε = 10−3 gives good results. We initialize the Newton iteration with the solution of the
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linear formulation, and convergence, to ∇F ∗∗ < 10−6 , is reached after no more than 5
outer-loop iterations for all the models shown in this paper.
As shown in Figure 4.11, the penalty term has an interesting property. The singular
points correspond to vectors with zero norm. Since two singular points located in the
same region drastically increase the penalty function in that region, the augmented energy
functional attempts to avoid those configurations and evenly distributes the singular points
over the surface.

4.2.6

Parameterization Extraction

The output of the solution mechanism described in previous Section is a set of Ui ,Vi variables. These variables correspond to the sines and cosines of the unknown θi , φi coordinates
that define the global parameterization. To construct a global parameterization from those
Ui ,Vi variables, we proceed as follows:
1. reconstruct a (θ , φ ) parameterization over the simplest possible charts, i.e. within
each individual triangle (Section 4.2.6),
2. detect the singular vertices, edges and triangles (Section 4.2.6),
3. define the chart layout based on the 2π periods of the per-triangle parameterizations
and compute the per-chart parameterizations for charts with no interior singularities
(Section 4.2.7),
4. split and re-parameterize the charts that contain singularities (Section 4.2.8).
Per-triangle Parameterization
Given the U,V variables at the vertices of a triangle T = (i, j, k), finding the θi , φi (resp.
j, k) coordinates means determining the integer translational (si ,ti ) and rotational ri degrees
of freedom. We explicitly determine the values of r, s,t that minimize the edge-energy term
(Equation 4.13) within each triangle as follows.
To define the global position and orientation of the triangle in parameter space, we
set the degrees of freedom ri , si ,ti of the first vertex i to (0, 0, 0). Thus, the θiT , φiT coordinates at vertex i are given by θiT = angle(Ui ) and φiT = angle(Vi ) where angle(Ui ) =
sign(Ui,y )arccos(Ui,x /kUi k).
We now assign the coordinates at the two other vertices j and k by determining the
differences sTe ,teT , reT of the translational and rotational degrees of freedom along the edge
e = (i, j) (resp. (i, k), ( j, k)), given by sTe = (sTj − sTi ),teT = (t Tj − tiT ) and reT = (rTj − riT ).
We first consider the edge (i, j). Given the coordinates (θiT , φiT ) at vertex i and the control
vector field values (Ki , Ki⊥ ) and (K j , K ⊥
j ) at the vertices i, j, Algorithm 9 explicitly computes the differences sTe ,teT , reT , then the values of θ jT and φ jT . The computation for the two
other edges is obtained by a circular permutation of indices (i, j, k).
The algorithm first determines whether or not the control vector fields undergo a rotation along the edge. In this case, we sometimes change the correspondence between θ , φ
and U,V . For instance a rotation of π/2 corresponds to switching U and V . In this case, θ
becomes a function of V and φ a function of −U. We then determines the difference sTe ,teT
of the translational degree of freedom by explicitly minimizing the edge energy.
Characterization of Singular Vertices, Edges and Triangles
Once we have reconstructed the parameterization separately in each triangle, we need to
check if these triangles can be assembled in parameter-space in such a way that they form
a valid planar triangulation. We already know that the solution of the continuous version
of the equation presents singularities where the derivatives of the solution vanish. In our
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Algorithme 9 reconstruction of θ , φ along an edge
propagate from i to j along e = (i, j) :
// determine and apply rotation re
 
r 
~ i . 0 −1 K
~j
argmaxr
reT ←
K
1 0
r ∈ {0, 1, 2, 3}

0
~
Kj ←
1

reT

−1
0

~j
K

;

;
φ jT ← angle(V jT )

T
θ j 



−1
0





θ jT ← angle(U jT )

reT


0
⊥
~
Kj ←
1

φ jT

←



0
1

~⊥
K
j

−1
0

reT





T
θ j 



φ jT



// determine and apply translations s,t
~n ←~e/k~ek
~i +K
~ j ) − θ jT + 2sπ
sTe ← argmins θiT − (π/ω)~n · (K
T
~ i⊥ + K
~⊥
teT ← argmint φiT − (π/ω)~n · (K
j ) − φ j + 2tπ
θ jT ← θ jT + 2sTe π ; φ jT ← φ jT + 2teT π

discrete setting, these singularities appear as vertices, edges and triangles that violate the
conditions of a valid planar triangulation. These singular vertices, edges and triangles can
be characterized as follows (see[SdS01] ):
 Singular vertices: a vertex v is singular if the angles at the corners of the triangles
incident to v do not sum to 2π. In practice, a singular vertex v can also be characterized
by the fact that applying Algorithm 9 to the one-ring neighborhood of v results in an
open path.
 Singular edges: an edge e = (i, j) is singular if its length in parameter-space mismatches
with the one of e0 = ( j, i).
 Singular triangles: a triangle T is singular if applying Algorithm 9 to its three edges
results in an open path or if T has a negative area.
We explicitly test for those conditions. Example of all three types of singularities can
be seen in Figures 4.8.

4.2.7

Chart Layout

Once we have computed the local parameterization in each triangle T , we construct the
chart layout. In our setting, the chart boundaries are defined to be the iso-2kπ lines of θ
and φ . This defines a set of segments in each triangle. We show below that the set of all
the iso-2kπ lines of θ and φ is invariant under our transition functions. As a consequence,
the end-points of these independent segments match along the non-singular edges of the
triangulation, and the segments form continuous polygonal lines.
 invariance of the set of iso-lines under valid translations : if a triangle T is traversed
by an iso-2kπ line of θ (resp. φ ), this triangle translated by 2sπ will be traversed at the
same location by the iso-2(k + s)π line of θ (resp. φ ).
 invariance of the set of iso-lines under valid rotations : if a triangle T is traversed
by an iso-2kπ line of θ (resp. φ ), this triangle rotated by π/2 will be traversed at the
[SdS01]

Alla Sheffer and Eric de Sturler. Parameterization of faceted surfaces for meshing using angle based
flattening. Engineering with Computers, 17:326–337, 2001.
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same location by the iso-2(−k)π line of φ (resp. iso-2kπ line of θ ). The same argument
applies to rotation by any multiple of π/2.
Note that given two adjacent mesh triangles T1 and T2 sharing a non-singular edge e = (i, j)
the transition function τT1 →T2 between the per-triangle parameterizations can be computed
as follows:
τs = sTi 1 − sTi 2
τt = tiT1 − tiT2
τr = reT1 − reT2
τ(p) = Rτr p + (τs , τt )

(4.16)

where R is rotation by π/2. Hence the transition functions satisfy the invariance criteria
above and therefore the end points of the iso-lines match.
Algorithme 10 chart boundaries construction
compute chart boundaries:
for each triangle T
if T is non-singular
for k ∈ N such that 2kπ ∈ [minT (θ ), MaxT (θ )]
Line l ← line of equation(θ = 2kπ)
Segment S ← l ∩ T //in parameter space
store S in T
store the end-points of S in the corresponding edges of T
end// f or
for k ∈ N such that 2kπ ∈ [minT (φ ), MaxT (φ )]
Line l ← line of equation(φ = 2kπ)
Segment S ← l ∩ T //in parameter space
store S in T
store the end-points of S in the corresponding edges of T
end// f or
end//i f
end// f or
for each edge e
merge the segment end-points stored in e that have the same geometric location in 3D
end// f or
for each triangle T
compute the intersections between the edges stored in T
end// f or
recursively remove all dangling segments
Algorithm 10 computes the chart boundaries. Each triangle stores a list of segments,
and each edge stores a list of segment end-points. The algorithm computes the individual
segments defined by the intersections of the triangles with the (θ = 2kπ) and (φ = 2kπ)
lines. Both 2D and 3D locations at the end-points of the segments are computed. The
algorithm merges the segment end-points along the edges and intersects the segments inside
the triangles adding the intersections as new end-points. All the dangling segments are
removed (each segment end-point of valence 1 is “nibbled” until an end-point of valence
higher than 2 is encountered).
The parameterization of the charts that do not contain any singularity can be retrieved
by assembling the triangles in 2D space by a classic greedy algorithm (see e.g.,ABF[SdS01] ).
For the remaining charts with singularities, we split them and re-parameterize them as
shown next. If needed, the chart boundaries can be inserted in the triangulation (e.g., by
using our embedded cellular complex data structure [LLP05]).
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Figure 4.12: Re-parameterizing charts with singularities. A,B: charts with four corners
are re-parameterized using mean-value coordinates. C,D: N-sided charts are split into
quadrilateral charts and those are re-parameterized.

4.2.8

Re-parameterization of Charts with Singularities

In the charts that contain singularities, an unfolding mechanism will not be able to construct
a valid planar parameterization, from the per-triangle parameterizations. Note that in most
cases it is possible to split the charts along the separatrices of the singularities and locally
fix the parameterization in the singular triangles. However, the corresponding algorithm
is quite delicate to implement, and might fail under certain configurations of singularities.
We opted for a simpler approach:
 Four-sided charts are re-parameterized, using the mean value coordinates method[Flo03]
(Figure 4.12 A and B). The parameterization of the boundary vertices is adjusted to
preserve C0 continuity along the chart boundaries.
 N-sided charts are split into quads, by inserting one vertex at the center of the chart
and one vertex at the middle of each side of the chart (Figure 4.12 C and D). The new
vertices are connected by geodesics, and the mesh is cut along these geodesics (our
implementation uses our data structure [LLP05]). The resulting quadrilateral charts are
parameterized as described above. The parameter domains on the created charts are
adjusted to preserve C0 continuity along chart boundaries.
 If desired, the cross-boundary continuity can be improved by applying local relaxation
as described in[KLS03,SPPH04] .
In our experiments, only a small fraction (between 2 and 5 %) of the charts contain
singularities and require this additional processing.
By combining the Periodic Global Parameterization with the reconstruction algorithm
presented in this Section, it is possible to compute a global parameterization of a surface.
The next two sections present applications of this global parameterization, to remeshing
and to spline conversion respectively.

4.2.9

Implicit Remeshing

We have seen in Section 3.4 an algorithm that re-meshes a surface, by expressing the remeshing problem in parametric space, as the explicit integration of the principal curvature
curves. We will see in this section an implicit version, based on the global parameterization
method explained in the previous section. The advantages are a higher robustness, and a
higher regularity/quality of the generated meshes.
An important result of sampling theory[d’A00] predicts that aligning the elements with
the axes of curvature improves the convergence of remeshing methods. This idea was exploited in the Anisotropic Remeshing method that we developed with Pierre Alliez, David
[Flo03]
[KLS03]
[SPPH04]
[d’A00]

M. S. Floater. Mean value coordinates. CAGD, 20:19–27, 2003.
A. Khodakovsky, N. Litke, and P. Schröder. Globally smooth parameterizations with low distortion.
ACM TOG (SIGGRAPH), 2003.
J. Schreiner, A. Prakash, E. Praun, and H. Hoppe. Inter-surface mapping. ACM TOG (Proc.
SIGGRAPH 2004), 2004.
E.-F. d’Azevedo. Are bilinear quadrilaterals better than linear triangles? SIAM J. of Scientific
Computing, 22(1):198–217, 2000.
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Figure 4.13: Left: explicit remeshing using placement of lines of curvature generates an
uneven sampling density and gaps. Right: implicit remeshing using our method generates
a more regular sampling.

Figure 4.14: Quad-dominant remeshings of the gargoyle data set with three different resolutions.
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Figure 4.15: Quad-dominant remeshing. Left: remeshing the “lion” dataset with two different resolutions; Right: this dataset presents thin features, likely to be missed by explicit
(Runge-Kutta) remeshing algorithms.
Cohen-Steiner and Mathieu Desbrun [ACSD+03], that places a set of streamlines which are
everywhere tangential to the estimated principal curvature directions. Those streamlines are
characterized by an ordinary differential equation which solution can be approximated by
solving an explicit integration scheme such as Runge-Kutta. This integration is computed
either in parameter space, or directly onto the input mesh[MK04] . The main difficulty with
this approach is to evenly distribute the streamlines over the surface, so as to minimize the
number of streamline terminations while matching a local ideal line density. In previous
work, this was done by using variants of the local streamline seeding strategy [JL97] . However, the greedy nature of this approach results in an uneven placement of the streamlines
(see Figure 4.13 (Left)).
The method by Dong et.al[DKG04] is an attempt at designing an implicit scheme, and
shares some common points with our method. The method constructs a harmonic scalar
function, and extracts a set of streamlines from a subset of iso-curves of this function.
However, this method requires the user to manually define the singular points, does not
align the streamlines to the features of the surface, and still requires an explicit integration
for placing a set of streamlines along the orthogonal direction.
Using a parameterization computed by our method the remeshing procedure is straightforward. We find the sines and cosines of the parameter functions and compute the pertriangle parameterization (Sections 4.2,4.2.6). For remeshing purposes we can skip the
subsequent chart-layout and singularities removal stages. We then directly extract the isoθ and iso-φ lines of the parameterization as an initial polygonal mesh. The process is
similar to the chart-boundary extraction (Section 4.2.7). The only difference is that instead
[MK04]
[JL97]
[DKG04]

Martin Marinov and Leif Kobbelt. Direct anisotropic quad-dominant remeshing. In Proc. Pacific
Graphics, pages 207–216, 2004.
B. Jobard and W. Lefer. Creating evenly-spaced streamlines of arbitrary density. In Proc. of the
Workshop on Vis. in Sci. Comp. Eurographics, 1997.
S. Dong, S. Kircher, and M. Garland. Harmonic functions for quadrilateral remeshing of arbitrary
manifolds. Technical report, August 2004.
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Figure 4.16: The pre-image of a T-Spline

Figure 4.17: N-sided facets and extraordinary vertices.
of iso-2kπ curves we extract curves at a different density, specified by the user. Since the
parameterization is quasi-conformal we obtain well shaped quadrilaterals everywhere, except in the immediate vicinity of the parameterization singularities. As done in the explicit
version [ACD+03], the polygons which are not quadrilateral are split into a union of quads
and triangles. T-vertices are handles by introducing additional triangles into the mesh.
Figure 4.15 shows examples of models remeshed using our method. The quality of
the meshes is very high with most elements being near-perfect squares, aligned with the
curvature. The “lion” dataset is remeshed with two different resolutions. The same parameterization was used for both remeshes and the only difference was in the density parameter
used for extracting iso-lines. The “hand” dataset has some extremely thin features such as
the tubular bones on the palm. Our method generates near-perfect square elements in these
regions. Previous explicit streamline integration techniques would likely fail to capture
these features.

4.3

Conversion of meshes into parametric surfaces

The main limitation of CAD/CAM representations is their lack of flexibility, and the highly
constrained nature of their admissible control meshes. For instance, the control-mesh of
a standard B-Spline surface needs to be locally equivalent to a regular grid (a cylinder
and a torus are the only possible variations). To overcome this limitation, T-Splines were
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proposed by Sederberg et. al [SZBN03] .
The control points of a T-spline surface are arranged by means of a control grid called
a T-Mesh, where local refinements can be done. If a T-Mesh forms a rectangular grid, the
T-Spline degenerates to a B-spline surface. Figure 4.16 shows the pre-image of a portion of
a T-Mesh. However, despite their support for local refinement and T-junctions, T-Splines
cannot have vertices of arbitrary valence in their control mesh. For this reason, Sederberg
et. al also proposed[SZBN03] the T-NURCC (Non-Uniform Rational Catmull Clark) representation, that can fill-in the neighborhoods of the extraordinary vertices, while smoothly
connecting with the rest of the T-Splines.
In a T-Spline, each edge of the T-Mesh has an associated knot interval, that needs to
satisfy the following two rules:
Rule 1: The sum of the knot intervals on opposing edges of any face must be equal.
Rule 2: If two T-junctions on opposing edges of a face can be connected without violating
the previous rule, that edge must be included in the T-Mesh.
Given a valid T-Mesh, the equation of a T-Spline is defined by:
S(s,t) =

∑ni=1 wi Pi Bi (s,t)
, s,t ∈ D
∑ni=1 wi Bi (s,t)

(4.17)

where: Pi is the ith control point (xi , yi , zi ), i = 1 · · · n. The blending function Bi (s,t) =
N[si0 , si1 , si2 , si3 , si4 ](s)N[ti0 ,ti1 ,ti2 ,ti3 ,ti4 ](t), where, N[si0 , si1 , si2 , si3 , si4 ](s) is the cubic Bspline basis function associated with the knot vector si = [si0 , si1 , si2 , si3 , si4 ] and N[ti0 ,ti1 ,ti2 ,ti3 ,ti4 ](t)
is associated with the knot vector ti = [ti0 ,ti1 ,ti2 ,ti3 ,ti4 ].
The two knot vectors si and ti of the two basis functions of the control point Pi are
inferred from the knot information of the T-Mesh as follows (see Figure 4.16): Let (si2 ,ti2 )
are the knot coordinates of Pi . Consider a ray in parameter space R(α) = (si2 + α,ti2 ).
Then si3 and si4 are the s coordinates of the first two s-edges intersected by the ray in the
positive α direction. A s-edge is a vertical line segment of constant s. The si0 , si1 and ti are
found similarly.
We first ensure T-Spline validity almost everywhere, and “push” the problems by generating new extraordinary vertices when this cannot be avoided (the neighborhood of these
extraordinary vertices will be replaced by T-NURCCes, as explained in the next section):
1. whenever possible, enforce Rule 2 by inserting the missing edges in each loop;
2. for all remaining invalid loops (including N-sided loops), convert them into extraordinary vertices as explained below (see also Figure 4.17).
 A: In each even N-sided loop, a new vertex is inserted and connected to every two vertex
of the loop. This creates N additional quads and one extraordinary vertex;
 B: In each odd N-sided loop, a new vertex is inserted and connected to a new T-vertex in
each edge of the loop. This creates N additional quads, N T-vertices and one extraordinary vertex;
 C: similarly, odd N-sided loops with a vertex of valence 3 on the border are remeshed as
shown in the figure.
Each time an edge is subdivided, its associated knot interval is divided by two. These three
operations guarantee that knot intervals remain coherent.
After this step, the control mesh is a valid T-Spline control mesh everywhere, except
in the neighborhood of extraordinary vertices. The concerned quads are replaced with TNURCCes, as explained in the next section.
[SZBN03]

Thomas W. Sederberg, Jianmin Zheng, Almaz Bakenov, and Ahmad H. Nasri. T-splines and TNURCCs. ACM TOG (SIGGRAPH), 2003.
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Figure 4.18: We compute an approximation of the neighborhood of a valence 3 vertex,
represented by a T-NURCC, by applying two steps of subdivision. The so-constructed approximation is a valid T-Spline.

4.3.1

Extraordinary vertices and T-NURCCes

A T-NURCC is a NURCC4 , which is a modification of cubic NURSSes5 [SZBN03] , with
T-junction in the spirit of T-splines. NURCCes is a generalization of both tensor product
non-uniform B-spline surfaces and Catmull-Clark surfaces. It enforces the constraint that
opposing edges of each four-sided face have the same knot interval. The enforcement of
this constraint makes the local subdivision of NURCCes possible. In our implementation,
we conceptually apply to each extraordinary vertex two steps of local subdivision (c.f. Figure 4.18). This generates the additional control points marked in red, and expressed by
linear combinations of the initial control points. The coefficients of these linear combinations (that depend on the valence of the vertex) are given in Sederberg et. al’s paper (and
not repeated here for paper length considerations). In practice, we keep a version of the
original mesh, and apply local subdivision to a copy. While applying the subdivisions, we
store in the newly created control points the list of original control point they depend on
together with the coefficients. This representation can be directly used in the subsequent
fitting steps, as explained in the next section.

4.4

Fitting

For surface approximation, in order to measure a defined error metric, one needs to have a
correspondence between the approximating and the original surface. Parameterization-free
methods[MK04] , mostly meant to fit point clouds, geometrically project each sample onto
the approximating surface. Parameterization-based methods establish the correspondence
by parameterizing the original surface and then identifying the parameter values. Our approach belongs to this latter class of methods.
Given a parameterization (s,t) 7→ S(s,t) ∈ R3 of the surface, we will minimize the following energy functional, as done in classical regularized fitting methods (see e.g. Greiner’s
4 Non
5 Non

Uniform Rational Cubic
Uniform Rational Subdivision Surfaces

[SZBN03]
[MK04]

Thomas W. Sederberg, Jianmin Zheng, Almaz Bakenov, and Ahmad H. Nasri. T-splines and TNURCCs. ACM TOG (SIGGRAPH), 2003.
Martin Marinov and Leif Kobbelt. Direct anisotropic quad-dominant remeshing. In Proc. Pacific
Graphics, pages 207–216, 2004.
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work[Gre94] ):
E = E f it + σ E f air
(
where:

E f it

=

E f air

=

2

R

kS(s,t) − M(s,t)k dsdt

R  ∂ 2S 2
2
2
( ) + 2( ∂ S )2 + ( ∂ S )2 dsdt
∂ s2

∂ s∂t

(4.18)

∂t 2

In this equation, M(s,t) denotes a parameterization of the original triangulated surface, and
n denotes the number of control points. As often done in Splines fitting, we approximate
the fitting term E f it by using a discrete set of m samples:
m

E f it '

∑ kS(sk ,tk ) − (xk , yk , zk )k2
k=1

For each sample (xk , yk , zk ) of the original surface, (sk ,tk ) denotes its coordinate in parameter space. The natural idea would be to use the original vertices of the surface, but it is
better to re-sample it, by using a regular grid of samples in each chart (we used 10 × 10
samples per chart in our implementation).
The thin-plate energy E f air avoids wiggles of the spline surface. However, if the coefficient σ is set to be too large, the final spline surface may fit less to the original surface. In
our examples, we used σ = 0.05 .
Note that by construction, our control mesh and associated knot vector defines a standard (or semi-standard) T-Spline. Therefore, the denominators of the T-Spline is identically
one, and we can focus on the numerator:
n

S(s,t) = ∑ Pi Bi (s,t)
i=1

Each coordinate x, y, z can be processed independently. For the x coordinate, the fitting term
is given by:
!2
m

E xfit =

n

∑ ∑ Xi Bi (sk ,tk ) − xk
k=1

(4.19)

i=1

where Xi (resp Yi , Zi ) denote the coordinates at the control point Pi . The Xi ’s that minimize
Equation 4.19 are also the solution of a linear system At AX = At b, where the coefficients
of the m × n matrix A are given by ak,i = Bi (sk ,tk ) and right-hand side by bk = xk . The
unknown vector X corresponds to all the x coordinates of the control points. Adding the
fairing term E f air , the linear system becomes:

At A + σ (Atss Ass + 2Atst Ast + Attt Att ) X = At b
(4.20)
where the coefficients (.k,i ) of the m × n matrices Ass , Ast , Att are the second order derivatives Biss (sk ,tk ), Bist (sk ,tk ) and Bitt (sk ,tk ) of the basis functions Bi respectively.
To solve the regularized fitting problem, the remaining two difficulties are to determine
the parameters (sk ,tk ) associated with the vertices of the original surface, and then accumulating the contributions of all the basis functions to construct the matrices A, Ass , Ast , Att
and the right-hand-side b. These two issues will be explained in the next two sections.
Computing the parameters (sk ,tk )
The parameterization of the original mesh is obtained as follows. As explained in the
previous section, the control mesh is composed of a set of quadrilaterals. By keeping the
relation between the control mesh and the surface, it is possible to retrieve in each loop
of the control mesh the set of triangles it contains (using a greedy algorithm). Then, two
different cases occur, according to the presence of singularities (see Section 4.2).
[Gre94]

G. Greiner. Variational design and fairing of spline surfaces. Computer Graphics Forum, 13:143–
154, 1994.
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Figure 4.19: The pre-image of a control-mesh vertex
 none of the triangles and vertices is singular: a parameterization can be easily reconstructed from the (θ , φ ) values, by greedily assembling the triangle in parameter-space
(see Section 4.2).
 the loop contains singular triangles and/or vertices: we re-parameterize the interior of
the loop using Tutte-Floater’s method[Flo03] .
Note that all the loops with edges modified by the user are considered to belong to
the second category. After all the loop interiors are parameterized, we need to improve
cross-boundary continuity. The charts that did not contain singularities already have a
globally smooth parameterization. Therefore, we simply apply a relaxation procedure to
the re-parameterized charts and their neighbors, by optimizing the smoothness of transition
functions[SPPH04] . The other charts already have a parameterization with global continuity.
Constructing and solving the linear system
To solve our regularized fitting problem (Equation 4.18), the most natural way would be to
proceed on a patch-by-patch basis. This would traverse the matrices A, Ass , Ast , Att row by
row, and would make it possible to directly construct the final matrix of the linear system
without storing these intermediate matrices.
However, constructing the pre-images of each patch is non-trivial. For this reason, we
prefer to iterate on the control nodes. This means we consider one basis functions Bi (s,t)
at a time, with a simpler pre-image. As a consequence, we store the matrices A, Ass , Ast , Att
and construct them column by column. After the traversal of all basis functions, the final
matrix of the system is finally assembled (see Equation 4.20).
The basis functions are piecewise defined in a neighborhood around the pre-image of
each control point Pi (see Figure 4.16). Each basis function Bi is completely defined by
the T-Mesh and associated knot vectors around the control point Pi . To retrieve them, we
first fix arbitrary coordinates (s0 ,t0 ) to Pi and greedily propagate the knot intervals around
it until the region of influence Di = [si0 , si4 ] × [ti0 ,ti4 ] is completely determined. The preimage looks like the one shown in Figure 4.16.
According to this local parameterization, Pi influences the T-spline patches that correspond to the faces intersected by Di . The patch of each face is mapped to [0, 1]2 with (0, 0)
set at a corner of the face. Therefore, when the influence of Pi is added to the matrices,
its pre-image needs to be pre-scaled accordingly. For example, in the pre-image of the
T-Mesh, if the size of the rectangle of an influenced face, F, are d and e in the s and t direc[Flo03]
[SPPH04]

M. S. Floater. Mean value coordinates. CAGD, 20:19–27, 2003.
J. Schreiner, A. Prakash, E. Praun, and H. Hoppe. Inter-surface mapping.
SIGGRAPH 2004), 2004.
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Figure 4.20: Adaptive local refinement splits some charts to better capture complex geometry.
tions respectively, the s and t knot vectors of Pi with respect to F should be scaled by 1/d
and 1/e respectively. Once the knot-vectors and region of influence Di of the basis function
Bi are determined, we update the corresponding column in the matrices A, Ass , Ast and Att .
After all control points are processed, the final matrix and right-hand side of the system are
constructed. All the matrices are represented by column-major sparse data structures (CCS
format, for Column Compressed Storage). We use the readily sparse direct solver TAUCS.
As a consequence, the inverse of the matrix can be reused to find the X,Y and Z components of the control mesh coordinates. Note that sparse direct solvers perform so well that
inverting the matrix is faster than solving a linear system with preconditioned conjugate
gradient (see Botsch et.al’s work[BBK05] , [BPK+07], [HLS+07], [Lé05]).

4.4.1

Adaptive L∞ fitting

Global L2 fitting operates with a fixed number of control points and thus a fixed degree of
freedom is sometimes not sufficient to reconstruct the original surface. Therefore, more
degree of freedom must be added. Generally, this is done by global refinement of the
control mesh, which adds superfluous control points to already low approximation error
regions. On the contrary, since we are using T-splines with support for local refinement,
new control points can be inserted locally in regions of high approximation error (see Figure
4.20). Thanks to the local support of T-splines, there is no need to carry out the global L2
fitting every time a new control point is added. Only a smaller linear system needs to
be solved involving only the patches of the control mesh affected by the local refinement
operation. The L∞ metric is defined as follows:
L∞ (S, M) = maxS k(S(s,t) − M(s,t))k2

(4.21)

where M(s,t) denotes a parameterization of the original surface. This error metric is evaluated by regularly sampling the parameter space of each chart.
We iteratively apply the local refinement procedure described below to the chart of
worst L∞ approximation error until it drops below a user-defined threshold.
The local refinement of T-spline is one of its invaluable properties. It is also called
local knot insertion. New control points are inserted into the T-Mesh without changing
the geometry of the original T-spline surface. The algorithm recovers the T-Spline validity
constraints (Section 4.3) by iteratively inserting new control points:
[BBK05]

Mario Botsch, David Bommes, and Leif Kobbelt. Efficient linear system solvers for mesh processing. In IMA Mathematics of Surfaces XI, Lecture Notes in Computer Science, 2005.
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1. Insert new control point(s) into the T-Mesh.
2. If any basis function is missing a knot dictated by Rule 1 for the current T-Mesh,
perform the necessary knot insertions into that basis function.
3. If any basis function has a knot that is not dictated by Rule 1 for the current T-Mesh,
add an appropriate control point into the T-Mesh.
4. Repeat Steps 2 and 3 until there are no more new operations.
The face with highest L∞ approximation error is split into two rectangles. Knot intervals are updated accordingly (i.e. set to 0.5 for the subdivided edges). We compute the
refinements in both directions, and choose the one which performs best in reducing the
approximation error. Note that the knot-insertion algorithm may introduce a few additional
control points by propagation into the T-Mesh (see Figure 4.20).
The T-spline local refinement algorithm preserves the geometry of the original T-spline
surface. However, our goal is to use these newly introduced degrees of freedom to approximate better the original meshed surface. Therefore, a local fitting process is performed after
the local refinement. Note that since the T-Splines function have local degrees of freedom,
a smaller linear system needs to be solved. The vector X gathering all the Xi coordinates
of the control nodes is split into X f , the set of control points influenced by the new control
point (f ree to move) and Xl , the set of control points that will remain locked. The new degrees of freedom and coupling terms on the boundary of the refined patch are determined
by the sparsity pattern of the matrix A. The fitting term is given by:


Ff it (X f ) = A f |Al



Xf
Xl

2


−b

where A is split into A f and Al according to X f and Xl . The new degrees of freedom are
then given by the solution of the linear system:
Atf A f X f = Atf Al Xl − Atf b
The terms introduced by the fairing energy have the same structure. Since we have a small
number of coefficients and since the location of the new control points is not far away from
the optimum, we use a conjugate gradient algorithm, that converges in a few iterations.

4.4.2

Results and discussion

We show some results in Figures 4.21, 4.22 et 4.23. We were able to successfully apply
our method to a large number of surfaces (some of them are shown on the European Aimat-shape repository). Note that our method can be applied to surfaces of arbitrary genus,
which is difficult to achieve with classical approaches. Note that the rocker (Figure 4.23)
is topologically equivalent to a torus. As a consequence, it would be possible to create a
control mesh without any extraordinary vertex. However, we think that the control mesh
constructed by our method is better adapted to this shape, since it better takes geometric
details into account (e.g., the protrusions). This is even more visible on the scanned hand
example 4.24. Since this surface is a topological disk, we could use a 2D parameterization
technique (see Sections 3.3.6, 3.3.9), but it is more natural to have a singularity at each finger tip. This is also what a graphic designer would do if creating this shape from scratch.
These singularities allow constraints to be relaxed in high curvature zones, and therefore
optimize the approximation capabilities of the control mesh. The deformations of the parameterization are more evenly distributed. This idea can be also understood in Figure 4.6,
that shows how splitting a pole into 4 quarter-poles better distributes deformations.
In a certain sense, the toolset presented in Sections 4.2 (global parameterization) and
in this section (T-Spline fitting) allows one to complete the loop between real object - 3D
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Figure 4.21: Our method applied to a high-genus object. From left to right: initial mesh,
fitted control mesh and surface. This example also shows the robustness of our method to
mesh with poor quality.

Figure 4.22: Conversion from classical mesh models and interactive editing of T-Splines
in Maya. The closeup shows how N-sided facets are replaced with T-NURCCes. We also
show how this facilitates model editing (pasting the wings of the gargoyle onto the horse).
acquisition - 3D modeling - rapid prototyping. In particular, these methods contribute to
bridge the gap between the 3D acquisition step and the 3D modeling step. However, as
can be seen, the method remains quite complicated, and delicate to implement. They also
depend on a set of parameters (smoothing of the initial vector field, wavelength) that are
difficult to tune for the user. For this reason, we consider in the next section another class of
methods, that is likely to propose a more elegant formalism and lead to simpler approaches
altogether.

4.4. FITTING

101

Figure 4.23: Converting a scanned rocker into a T-Spline surface. From left to right:
L2 fitting, L∞ fitting with local refinement (visualized without and with the control mesh
superimposed).

Figure 4.24: Converting a scanned hand into a T-Spline.
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Spectral methods

These last few years, mesh parameterization is a topic for which much time and effort has
been devoted to. Floater in his recent survey [FH04] reviews a large number of methods for
objects with disc topology. More recently, the geometry processing community started to
study methods that could be applied to objects of arbitrary topology, based for instance
on holomorphic one-forms[GY03b] . The interest for these parameterization method can be
understood by the fact that they construct a more abstract representation of the object, that
facilitate converting it into alternative representations (Section 4.3), or they give the possibility of easily attaching properties to this object (as in texture mapping, c.f. Section 3.3.5).
Other applications use the parameter space to represent physical properties, simulated by
the finite elements method (c.f. Section 3.6).
However, recent advances in PDE solving and in calculus suggest that a parameterization may not be the best representation of geometry and attributes attached to the geometry.
For instance, to construct a hierarchical representation, the CHARMS method[GKS02a] suggests to use function basis refinement instead of finite element refinement. This functioncentric view leads to simpler computations. The external calculus and its discrete counterparts are also leading towards this direction (see e.g. Desbrun and Schroeder’s course at
Siggraph 2005).
For this reason, rather than seeking for a global parameterization of the objects (Section
4.2), we will investigate algorithms that create a function basis over an object of arbitrary
topology. Spectral methods (based on the eigenfunctions of an operator, see Section 2.3.3)
seam to be an interesting formalism to reach this goal. I have presented this idea at an
invited session in the conference IEEE Shape Modeling International [Lé06]. We have
started working on this idea with Bruno Vallet. Our first results were accepted by Eurographics 2008 [VL08].
In this section, we focus on a certain type of function basis, defined as the eigen functions of the Laplace-Beltrami operator. By applying this idea to simple objects, one retrieves classical function bases (discrete cosine transform on a square and spherical harmonics on a sphere). For more complicated geometries and topologies, these notions make
it possible to define a natural function basis of the object. Using this function basis, a signal
can be decomposed into frequencies. In other words, this allows to realize a Fourier-like
analysis of signals defined over manifolds of arbitrary genus.
The main interest for this approach is that this analysis can be done without using any
parameterization of the object. Therefore, we climb one more level of abstraction. Rather
than considering a manifold as a set of simplices or a set of charts, we consider it as a
function basis that can be used to manipulate signals, without needing any reference to the
geometric domain.
Based on physical analogies (vibration modes of objects), we will first give an intuitive
vision of these notions. We will then explain how the eigenfunctions of a differential operator can be computed in practice, and how a signal can be projected onto the so-defined
function basis, by using the FEM (Finite Elements Modeling) formalism. Note: we also
realized an equivalent derivation with the Discrete Exterior Calculus formalism in [VL06].
[FH04]

[GY03b]
[GKS02a]

M. S. Floater and K. Hormann. Surface parameterization: a tutorial and survey. In M. S. Floater
N. Dodgson and M. Sabin, editors, Advances on Multiresolution in Geometric Modelling. SpringerVerlag, 2004.
Xianfeng Gu and Shing-Tung Yau. Global conformal parameterization. In Symposium on Geometry
Processing, pages 127–137, 2003.
E. Grinspun, P. Krysl, and P. Schroder. Charms: A simple framework for adaptive simulation, 2002.
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Figure 4.25: The Fieldler vector defines a natural ordering for the nodes of a graph. The
level curves show how this order naturally follows the general shape of this object. In a
certain sense, this defines a “curved principal component analysis” of the object.
In the frame of this thesis, we take the FEM path, that hides less details and better shows
connections with the continuous setting. We first study the discrete setting and its different
variants in order to grasp an intuition on the geometrical meaning of these eigenfunctions.
We will then establish the connections with Fourier analysis and frequency-space filtering.

4.5.1

The discrete setting: Graph Laplacians

In geometry processing, spectral graph theory was used for instance to compute an ordering
of vertices in a mesh that facilitates out-of-core processing[IL05] . It is used by out-of-core
methods to ensure that the memory usage of an algorithm is limited. Such a natural ordering
can be derived from the Fiedler eigenvector of the Graph Laplacian. The Graph Laplacian
L = (ai, j ) is a matrix defined by:
ai, j
ai,i
ai, j

= wi, j > 0 if (i, j) is an edge
= − ∑ wi, j )
= 0
otherwise

where the coefficients wi, j are weights associated to the edges of the graph. One may use the
uniform weighting wi, j = 1 or more elaborate weightings, computed from the embedding
of the graph.
The first eigenvector of the Graph Laplacian is (1, 1 . . . 1) and its associated eigenvalue
is 0. The second eigenvector is called the Fiedler vector and has interesting properties,
making it a good permutation vector for numerical computations [Fie73,Fie75] . It has many
possible applications, such as finding natural vertices ordering for streaming meshes[IL05] .
Figure 4.25 shows what it looks like for a snake-like mesh (it naturally follows the shape
of the mesh). In a certain sense, this defines a “curvilinear principal components analysis”,
that follows the general shape of the mesh, even it this one is not straight.
[IL05]
[Fie73]
[Fie75]
[IL05]

Martin Isenburg and Peter Lindstrom. Streaming meshes. In IEEE Visualization, page 30, 2005.
Miroslav Fiedler. Algebraic connectivity of graphs. Czech. Math. Journal, 23:298–305, 1973.
Miroslav Fiedler. A property of eigenvectors of nonnegative symmetric matrices and its application
to graph theory. Czech. Math. Journal, 25:619–633, 1975.
Martin Isenburg and Peter Lindstrom. Streaming meshes. In IEEE Visualization, page 30, 2005.
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More insight on the Fiedler vector is given by the following alternative definition. The
Fiedler vector u = (u1 . . . un ) is the solution of the following constrained minimization problem:
Minimize: F(u) = ut Lu = ∑i, j wi, j (ui − u j )2
(4.22)
Subject to: ∑i ui = 0 and ∑i u2i = 1
In other words, given a graph embedded in some space, and supposing that the edge weight
wi, j corresponds to the lengths of the edges in that space, the Fielder vector (u1 . . . un )
defines a (1-dimensional) embedding of the graph on a line that tries to respect the edge
lengths of the graph. In a certain sense, we can consider this problem as a 1D parameterization of the mesh (note that this parameterization is not one-to-one).
The constraints remove the ambiguities : the first constraint places the center of mass
at the origin, and the second constraint avoids the degenerate trivial solution (∀i, ui = 0),
by fixing the inertia momentum.
We can easily show that the solution of this problem is given by the Fiedler vector, by
writing the Lagrangian of the optimization problem (c.f. Section 2.2.6):
L = 1/2ut Lu + λ1 (1, 1 . . . 1)u + 1/2λ2 (ut u − 1)
The solution u of the constrained optimization problem is supposed to zero the derivatives of the Lagrangian :
(1) ∇u L
(2) ∂ L/∂ λ1
(3) ∂ L/∂ λ2

= Lu + λ1 (1, 1 . . . 1) + λ2 u
= (1, 1 . . . 1)u
= 1/2(ut u − 1)

= 0
= 0
= 0

We can now check that these derivatives vanish if u corresponds to the normalized
Fiedler vector, λ1 = 0 and λ2 corresponds to minus the eigenvalue associated with the
Fiedler vector. Condition (1) and condition (3) are trivially satisfied. Condition (2) is satisfied, since (1, 1 . . . 1) is an eigenvector of L, and since L is symmetric, its eigenvectors are
orthogonal 6 , therefore the Fiedler vector is orthogonal to the vector (1, 1 . . . 1) 
This interpretation of the Fiedler vector as a 1D graph embedding that minimizes deformations leads to ask whether the other eigenvectors of a graph Laplacian can define
graph embeddings in a space of dimension larger than 1. For instance, a graph embedding in a space of dimension 2 corresponds to a classical mesh parameterization problem. The general graph embedding problem is well known from the research community that studies automated learning, i.e. a particular branch of artificial intelligence.
In this domain, a certain class of methods consider point clouds in a high-dimensional
space, and try to organize or simplify the data by finding a reduced set of parameters.
This problem is known under the name manifold learning, or dimension reduction. These
methods attempt to find the intrinsic dimension of the space in which the data live. The
reader interested in this fascinating topic may browse Martin Law’s webpage http://
www.cse.msu.edu/~lawhiu/manifold/ and Stephane Lafon’s webpage http:
//www.math.yale.edu/~sl349/index.html.
On this latter webpage, it is possible to see some demonstrations of image classification
of the same object photographed under various conditions (lighting, orientation, pose . . . ).
The method manages to extract the meaningful parameters, and to sort the photos. From
an abstract point of view, these images are embedded in a high-dimensional space (the dimension corresponds to the number of pixels of the image). The algorithm attempts to find
a parameterization of this space, in order to reduce its dimension. The first step constructs
a nearest neighbors graph (relative to a given distance function). Then, several classes of
6 c.f.

Section 2.3 for a simple proof of the continuous version of this theorem
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methods extract some information from this graph. We briefly introduce the main classes :
Local Linear Embedding[RS00] tries to create an embedding that best approximates the
barycentric coordinates of each vertex relative to its neighbors. In a certain sense, Floater’s
Shape Preserving Parameterization (see Floater’s article [Flo97] ) is a particular case of this
approach.
Isomap[TdSL00] computes the geodesic distances between each pair of vertex in the
graph, and then uses MDS (multidimensional scaling) [You85] to compute an embedding
that best approximates these distances. Multidimensional scaling simply minimizes an objective function that measures the deviation between the geodesic distances in the initial
space and the Euclidean distances in the embedding space (GDD for Geodesic Distance
Deviation), by computing the eigenvectors of the matrix D = (di, j ) where di, j denotes the
geodesic distance between vertex i and vertex j. This is a multivariate version of Equation
4.22, that characterizes the Fiedler vector (in the univariate setting). Isomaps and Multidimensional scaling were used to define parameterization algorithms[ZKK02] , and more
recently in the ISO-charts method[ZSGS04] , used in Microsoft’s DirectX.
Instead of using the dense matrix D, methods based on the Graph Laplacian only
use local neighborhoods (one-ring neighborhoods). As a consequence, the used matrix
is sparse, and extracting its eigenvectors requires lighter computations. Note that since
the Graph Laplacian is a symmetric matrix, its eigenvectors are orthogonal, and can be
used as a vector basis to represent functions. This was used[KG00a] to define a compact
encoding of mesh geometry. The basic idea consists in encoding the topology of the mesh
together with the coefficients that define the geometry projected onto the basis of eigenvectors. The decoder simply recomputes the basis of eigenvectors and multiplies them
with the coefficients stored in the file. A survey of spectral geometry compression and its
links with graph partitioning is given in Gotsman et.al’s paper[Got03] . Spectral graph theory
also enables to exhibit ways of defining valid graph embeddings. For instance, Colin-deverdière’s number [dV90] was used [GGS03] to construct valid spherical embeddings of genus
0 meshes. Other methods that use spectral graph theory to compute graph embeddings are
reviewed[Kor02] . Spectral graph theory can also be used to compute topological invariants
(e.g. Betti numbers)[Fei96] . As can be seen from this short review of spectral graph theory, the eigenvectors and eigenvalues of the graph Laplacian contain both geometric and
[RS00]
[Flo97]
[TdSL00]
[You85]
[ZKK02]
[ZSGS04]

[KG00a]
[Got03]
[dV90]
[GGS03]
[Kor02]
[Fei96]

S. T. Roweis and L. K. Saul. Nonlinear dimensionality reduction by locally linear embedding.
Science, 290:2323–2326, 2000.
M. Floater. Parametrization and smooth approximation of surface triangulations. Computer Aided
Geometric Design, 14(3):231–250, April 1997.
J. B. Tenenbaum, V. de Silva, and J. C. Langford. A global geometric framework for nonlinear
dimensionality reduction. Science, 290:2319–2323, 2000.
F. W. Young. Multidimensional scaling. Encyclopedia of Statistical Sciences, 5:649–658, 1985.
Gil Zigelman, Ron Kimmel, and Nahum Kiryati. Texture mapping using surface flattening via
multidimensional scaling. IEEE Transactions on Visualization and Computer Graphics, 8(2), 2002.
Kun Zhou, John Snyder, Baining Guo, and Heung-Yeung Shum. Iso-charts: Stretch-driven mesh
parameterization using spectral analysis. In Symposium on Geometry Processing, pages 47–56,
2004.
Zachi Karni and Craig Gotsman. Spectral compression of mesh geometry. In SIGGRAPH, pages
279–286, 2000.
Craig Gotsman. On graph partitioning, spectral analysis, and digital mesh processing. In Shape
Modeling International, pages 165–174, 2003.
Y. Colin de Verdiere. Sur un nouvel invariant des graphes et un critere de planarite. J. of Combinatorial Theory, 50, 1990.
C. Gotsman, X. Gu, and A. Sheffer. Fundamentals of spherical parameterization for 3d meshes,
2003.
Y. Koren. On spectral graph drawing, 2002.
J. Feidman. Computing betti numbers via combinatorial laplacians. In Proc. 28th Sympos. Theory
Comput., pages 386–391. ACM, 1996.
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Figure 4.26: Left: In the late 1700’s, the physicist Ernst Chladni was amazed by the
patterns formed by sand on vibrating metal plates. Right: numerical simulations obtained
with our approach.
topological information.
However, as explained in the Isocharts paper[ZSGS04] , only using the connectivity of the
graph may lead to highly distorted mappings. Methods based on MDS solve this issue by
considering the matrix D of the geodesic distances between all possible pairs of vertices.
However, we think that it is also possible to inject more geometry in the Graph Laplacian
approach, and understand how the global geometry and topology of the shape may emerge
from the interaction of local neighborhoods.
This typically refers to notions from the continuous setting, i.e. functional analysis
and operators (quickly introduced in Section 2.3). The next section shows its link with
the Laplace-Beltrami operator (already encountered in Chapter 3), that appears in the wave
equation (Helmholtz’s equation). We will also exhibit the link between the so-called stationary waves and spectral graph theory.

4.5.2

The continuous setting

As shown in Figure 4.27-left, if we only use the connections of the graph to do the computations, the result can depend on the mesh. For this reason, we study a formulation of
the Laplacian that depend on the geometry of the surface (rather than on its discretization).
The next two paragraphs quickly review both formulations.
Combinatorial graph Laplacians It is well known that the eigenvectors of the combinatorial graph Laplacian define a Fourier-like function basis. Karni et al.[KG00b] proposed
to use this idea for geometry compression. Since the eigenvectors of the combinatorial
Laplacian are orthogonal, it is easy to project the geometry on them. To overcome the high
computational cost associated with the eigenvectors computation, they partition the mesh
into smaller charts and apply the method to each chart. Zhang [Zha04] studies several variants
of the combinatorial graph Laplacian and their properties for spectral geometry processing
and JPEG-like mesh compression. However, as pointed-out by Meyer et.al[MDSB03] , the
[ZSGS04]

Kun Zhou, John Snyder, Baining Guo, and Heung-Yeung Shum. Iso-charts: Stretch-driven mesh
parameterization using spectral analysis. In Symposium on Geometry Processing, pages 47–56,
2004.
[KG00b]
Zachi Karni and Craig Gotsman. Spectral compression of mesh geometry. In SIGGRAPH ’00:
Proceedings of the 27th annual conference on Computer graphics and interactive techniques, pages
279–286, New York, NY, USA, 2000. ACM Press/Addison-Wesley Publishing Co.
[Zha04]
H. Zhang. Discrete combinatorial laplacian operators for digital geometry processing. In Proc.
SIAM Conference on Geometric Design and Computing, 2004.
[MDSB03] Mark Meyer, Mathieu Desbrun, Peter Schröder, and Alan H. Barr. Discrete differential-geometry
operators for triangulated 2-manifolds. In Hans-Christian Hege and Konrad Polthier, editors, Visu-
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Figure 4.27: Comparison between isocurves of the fourth eigenfunction on an irregularly sampled sphere. Left: discrete Laplacian; Right: Finite Element Laplacian (cotan
weights).
analogy between the graph Laplacian and the discrete cosine transform supposes a uniform
sampling of the mesh. As a consequence, to make the eigenfunctions independent of the
quality of the meshing, it is better to replace the combinatorial graph Laplacian with the
discrete Laplacian operator.
Discrete Laplacian operators The combinatorial graph Laplacian solely depends on the
connections between the vertices. As a consequence, two different embeddings of the same
graph yield the same eigenfunctions (it does not take the geometry into account), and two
different meshings of the same object yield different eigenfunctions (it is not independent
of the mesh). Figure 4.27-Left shows the problem on an irregularly sampled sphere. The
discrete Laplacian operator, i.e. the celebrated cotan weights[PP93b,MDSB03] does not suf+
fer from this limitation (Figure 4.27-Right). It was recently used[DBG 06] to compute an
eigenfunction and use it to steer a quad-remeshing process. In our setting, to separate
the different frequencies of the shape we need to compute multiple eigenfunctions. In this
context, the discrete Laplacian operator seemingly loses an important property of its continuous counterparts: since its coefficients are non-symmetric7 , the eigenvectors are no longer
orthogonal. This makes the transform in frequency space difficult to compute (dense matrix
invert instead of projection). A solution is to “symmetrize” the matrix [Lé06] at the expense
of partially losing mesh independence. More general theoretical foundations are used by
Reuter et al.[RWP05] , who use FEM (Finite Element Modeling) to compute the spectrum (i.e.
the eigenvalues), and use it as a signature for shape classification. Other works[KR05,KR06]
also mention the possibility of using FEM. In this paper, we present a complete, standalone
and simpler derivation of the FEM formulation for the eigenfunctions. We show how this
7 The denominator of coefficient a is the area of vertex i’s neighborhood, which may differ from the area of
i, j
vertex j’s neighborhood

[PP93b]
[DBG+ 06]

[RWP05]

[KR05]
[KR06]

alization and Mathematics III, pages 35–57. Springer-Verlag, Heidelberg, 2003.
Ulrich Pinkall and Konrad Polthier. Computing discrete minimal surfaces and their conjugates.
Experimental Mathematics, 2(1), 1993.
Shen Dong, Peer-Timo Bremer, Michael Garland, Valerio Pascucci, and John C. Hart. Spectral
surface quadrangulation. In SIGGRAPH ’06: ACM SIGGRAPH 2006 Papers, pages 1057–1066,
New York, NY, USA, 2006. ACM Press.
Martin Reuter, Franz-Erich Wolter, and Niklas Peinecke. Laplace-spectra as fingerprints for shape
matching. In SPM ’05: Proceedings of the 2005 ACM symposium on Solid and physical modeling,
pages 101–106, New York, NY, USA, 2005. ACM Press.
ByungMoon Kim and Jarek Rossignac. GeoFilter: Geometric Selection of Mesh Filter Parameters.
Computer Graphics Forum, 24(3):295–302, 2005.
ByungMoon Kim and Jarek Rossignac. Localized bi-Laplacian Solver on a Triangle Mesh and Its
Applications. Technical Report, 2006.
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generalizes the cotan weights in a way that preserves the two properties required by our
spectral analysis (mesh independence and orthogonality).
Before going further with the formalization, we will give more intuition about the nature
of the eigenfunctions, by studying their relations with physics.
In 1787, the physicist Ernst Chladni published the book entitled “Discoveries Concerning the Theories of Music”. In this book, he reports his observations obtained when putting
a thin metal plate into vibration using a bow, and spreading sand over it. Sand accumulates
in certain zones, forming surprisingly complex patterns (see Figure 4.26).
This behavior can be explained by the theory of stationary waves. When the metal
plate vibrates, some zones remain still, and sand naturally concentrates in these zones.
This behavior can be modeled as follows, by the spatial component of Helmholtz’s wave
propagation equation:
∆f = λ f

(4.23)

In this equation, ∆ denotes the Laplace-Beltrami operator on the considered object that
we already encountered in Chapter 3. Before studying the eigenfunctions of this operator,
we will firstly explain the links between these oscillatory phenomena and Fourier analysis.
We will then show how to generalize Fourier analysis to functions defined over manifolds
of arbitrary genus.
Fourier Analysis
As in Taubin’s article[Tau95b] , we start by studying the case of a closed curve, but staying
in the continuous setting. Given a square-integrable periodic function f : x ∈ [0, 1] 7→ f (x),
or a function f defined on a closed curve parameterized by normalized arclength, it is well
known that f can be expanded into an infinite series of sines and cosines of increasing
frequencies:
 0
= 1
 H
∞
H 2k+1 = cos(2kπx)
f (x) = ∑ f˜k H k (x) ;
(4.24)
 2k+2
k=0
H
= sin(2kπx)
where the coefficients f˜k of the decomposition are given by:
f˜k =< f , H k >=

Z 1

f (x)H k (x)dx

(4.25)

0

and where < ., . > denotes the inner product (i.e. the “dot product” for functions defined
on [0, 1]). See Arvo’s paper[Arv95] or [Lé06] for an introduction to functional analysis.
The "Circle harmonics" basis H k is orthonormal with respect to < ., . >: < H k , H k >= 1,
< H k , H l >= 0 if k 6= l.
The set of coefficients f˜k (Equation 4.25) is called the Fourier Transform (FT) of the
function f . Given the coefficients f˜k , the function f can be reconstructed by applying the
inverse Fourier Transform FT−1 (Equation 4.24). Our goal is now to generalize these notions to arbitrary manifolds. To do so, we can consider the functions H k of the Fourier basis
as the eigenfunctions of −∂ 2 /∂ x2 : the eigenfunctions H 2k+1 (resp. H 2k+2 ) are associated
with the eigenvalues (2kπ)2 :
−
[Tau95b]

[Arv95]

∂ 2 H 2k+1 (x)
= (2kπ)2 cos(2kπx) = (2kπ)2 H 2k+1 (x)
∂ x2

Gabriel Taubin. A signal processing approach to fair surface design. In SIGGRAPH ’95: Proceedings of the 22nd annual conference on Computer graphics and interactive techniques, pages
351–358, New York, NY, USA, 1995. ACM Press.
James Arvo. The Role of Functional Analysis in Global Illumination. In P. M. Hanrahan and
W. Purgathofer, editors, Rendering Techniques ’95 (Proceedings of the Sixth Eurographics Workshop
on Rendering), pages 115–126, New York, NY, 1995. Springer-Verlag.
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This construction can be extended to arbitrary manifolds by considering the generalization of the second derivative to arbitrary manifolds, i.e. the Laplace operator and its
variants, introduced below.
The Laplace operator and its generalizations
The Laplace operator (or Laplacian) plays a fundamental role in physics and mathematics.
In IRn , it is defined as the divergence of the gradient:
∆ = div grad = ∇.∇ = ∑
i

∂2
∂ xi2

Intuitively, the Laplacian generalizes the second order derivative to higher dimensions, and
is a characteristic of the irregularity of a function as ∆ f (P) measures the difference between
f (P) and its average in a small neighborhood of P.
Generalizing the Laplacian to curved surfaces require complex calculations. These
calculations can be simplified by a mathematical tool named exterior calculus (EC) (see
Section4.1.2) 8 . EC is a coordinate free geometric calculus where functions are considered
as abstract mathematical objects on which operators act. To use these functions, we cannot avoid instantiating them in some coordinate frames. However, most calculations are
simplified thanks to higher-level considerations. For instance, the divergence and gradient
are known to be coordinate free operators, but are usually defined through coordinates. EC
generalizes the gradient by d and divergence by δ , which are built independently of any
coordinate frame.
Using EC, the definition of the Laplacian can be generalized to functions defined over
a manifold S with metric g, and is then called the Laplace-Beltrami operator:
1 ∂ p
∂
|g|
∆ = div grad = δ d = ∑ p
∂
x
∂
xi
|g|
i
i
p
where |g| denotes the determinant of g. The additional term |g| can be interpreted
as a
p
local "scale" factor since the local area element dA on S is given by dA = |g|dx1 ∧ dx2 .
Finally, for the sake of completeness, we can mention that the Laplacian can be extended to k-forms and is then called the Laplace-de Rham operator defined by ∆ = δ d +dδ .
Note that for functions (i.e. 0-forms), the second term dδ vanishes and the first term δ d
corresponds to the previous definition.
We will now define the eigenfunctions of the Laplacian, and explain how they allow to
generalize important concepts to arbitrary manifolds and triangulated meshes.
Laplacian eigenfunctions
The eigenfunctions and eigenvalues of the Laplacian on a (manifold) surface S, are all the
pairs (H k , λk ) that satisfy:
−∆H k = λk H k
(4.26)
The “−” sign is here required for the eigenvalues to be positive. On a closed curve, the
eigenfunctions of the Laplace operator define the function basis (sines and cosines) of
Fourier analysis, as recalled in Section 4.5.2. On a square, they correspond to the function basis of the DCT (Discrete Cosine Transform), used for instance by the JPEG image
format. Finally, the eigenfunctions of the Laplace-Beltrami operator on a sphere define the
Spherical Harmonics basis.
8 To our knowledge, besides Hodge duality used to compute minimal surfaces one of the first uses of EC in
geometry processing applied some of the fundamental notions involved in the proof of Poincaré’s conjecture to
global conformal parameterization. More recently, a Siggraph course was given by Schroeder et al., making these
notions usable by a wider community.
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Figure 4.28: Some functions of the Manifold Harmonic Basis (MHB) on the Gargoyle
dataset
In these three simple cases, two reasons make the eigenfunctions a function basis suitable for spectral analysis of manifolds:
1. Because the Laplacian is symmetric (< ∆ f , g >=< f , ∆g >), its eigenfunctions are
orthogonal (see Section 2.3), so it is extremely simple to project a function onto this
basis, i.e. to apply a Fourier-like transform to the function.
2. For physicists, the eigenproblem (Equation 4.26) is called the Helmoltz equation,
and its solutions H k are stationary waves. This p
means that the H k are functions of
constant wavelength (or spatial frequency) ωk = λk .
Hence, using the eigenfunctions of the Laplacian to construct a function basis on a
manifold is a natural way to extend the usual spectral analysis to this manifold. In our case,
the manifold is a mesh, so we need to port this construction to the discrete setting. The
first idea that may come to the mind is to apply spectral analysis to a discrete Laplacian
matrix (e.g. the cotan weights, see Section 3.2.5). However, the discrete Laplacian is
not a symmetric matrix (the denominator of the ai, j coefficient is the area of vertex i0 s
neighborhood, that does not necessarily correspond to the area of vertex j’s neighborhood).
Therefore, we lose the symmetry of the Laplacian and the orthogonality of its eigenvectors.
This makes it difficult to project functions onto the basis. For this reason, we will clarify
the relations between the continuous setting (with functions and operators), and the discrete
one (with vectors and matrices) in the next section.

4.5.3

Manifold Harmonics

To be able to project onto the eigenfunctions, we need to solve our eigenproblem (Equation
4.26) numerically in a way that preserves their orthogonality. Since it is based on the
theory of Hilbert spaces, structured by the inner product < ., . >, Finite Element Modeling
(FEM) gives a solid theoretical foundation that meets this requirement. We call Manifold
Harmonics Basis (MHB) the solutions of the FEM formulation. We show how this relates
with the classical discrete Laplacian and how orthogonality can be recovered.
Finite elements
To setup our finite element formulation, we first need to define a set of basis functions used
to express the solutions, and a set of test functions onto which the eigenproblem (Equation
4.26) will be projected. As it is often done in FEM, we choose for both basis and test
functions the same set Φi (i = 1 . . . n). We use the “hat” functions (also called P1 ), that
are piecewise-linear on the triangles, and that are such that Φi (i) = 1 and Φi ( j) = 0 if
i 6= j. Geometrically, Φi corresponds to the barycentric coordinate associated with vertex
i on each triangle containing i. Solving the finite element formulation of Equation 4.26
relative to the Φi ’s means looking for functions of the form: H k = ∑ni=1 Hik Φi which satisfy
Equation 4.26 in projection on the Φ j ’s:
∀ j, < −∆H k , Φ j >= λk < H k , Φ j >
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or in matrix form:
−Qhk = λ Bhk

(4.27)

where Qi, j =< ∆Φi , Φ j >, Bi, j =< Φi , Φ j > and where hk denotes the vector [H1k , . . . Hnk ].
The matrix Q is called the stiffness matrix, and B the mass matrix. We can reuse the
derivations in Section 3.2.5 (FEM formulation of the Laplacian) that lead to :


(
Qi, j =
cotan(βi, j ) + cotan(βi,0 j ) /2
Qi,i = − ∑ j Qi, j
(4.28)

0
Bi, j = (|t| + |t |) /12
Bi,i = (∑t∈St(i) |t|)/6
where t, t 0 are the two triangles that share the edge (i, j), |t| and |t 0 | denote their areas, βi, j ,
βi,0 j denote the two angles opposite to the edge (i, j) in t and t 0 , and St(i) denotes the set of
triangles incident to i (see also Section 3.2.5).
To simplify the computations, a common practice of FEM consists in replacing this
equation with an approximation:


−Qhk = λ Dhk
or − D−1 Qhk = λ hk
(4.29)
where the mass matrix B is replaced with a diagonal matrix D called the lumped mass
matrix, and defined by:
Di,i = ∑ Bi, j = ( ∑ |t|)/3.
(4.30)
j

t∈St(i)

Note that D is non-degenerate (as long as mesh triangles have non-zero areas). FEM
researchers[Pra99] explain that besides simplifying the computations this approximation fortuitously improves the accuracy of the result, due to a cancellation of errors, as pointed
out by Dyner[Dye06] . The practical solution mechanism to solve Equation 4.29 will be explained further in Section 2.2, and Figure 4.28 shows some of its solutions on the Gargoyle
dataset.
Remark: The matrix D−1 Q in (Equation 4.29) exactly corresponds to the usual discrete
Laplacian (cotan weights). Hence, in addition to direct derivation of triangle energies[PP93b]
or averaged differential values[MDSB03] , the discrete Laplacian can be derived from a lumpedmass FEM formulation. As will be seen in the next section, the FEM formulation and associated inner product will help us understand why the orthogonality of the eigenvectors
seems to be lost (since D−1 Q is not symmetric), and how to retrieve it.
Orthogonality of the eigenfunctions
The Manifold Harmonic Transform is based on a projection onto the MHB, for which we
need the basis to be orthonormal. Thus we need to clarify how the orthogonality of the
continuous Laplacian ∆ is preserved by the discretization. In fact, we just have to make
[Pra99]

G. Prathap. Towards a science of fea: Patterns, predictability and proof through some case studies.
Current Science, 1999.
[Dye06]
Ramsey Dyer. Mass weights and the cot operator (personal communication). Technical report,
Simon Fraser University, CA, 2006.
[PP93b]
Ulrich Pinkall and Konrad Polthier. Computing discrete minimal surfaces and their conjugates.
Experimental Mathematics, 2(1), 1993.
[MDSB03] Mark Meyer, Mathieu Desbrun, Peter Schröder, and Alan H. Barr. Discrete differential-geometry
operators for triangulated 2-manifolds. In Hans-Christian Hege and Konrad Polthier, editors, Visualization and Mathematics III, pages 35–57. Springer-Verlag, Heidelberg, 2003.
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Figure 4.29: Reconstructions obtained with an increasing number of eigenfunctions
the distinction between the (discrete) vector dot product g> h and the (continuous) function
inner product < G, H >:
n

n

< G, H >=< ∑ Gi Φi , ∑ H j Φ j >
i=1

n

n

j=1

n

n

= ∑ ∑ Gi H j < Φi , Φ j >= ∑ ∑ Gi H j Bi, j = g> Bh
i=1 j=1

i=1 j=1

The vector dot product and function inner product coincide only if B = Id, that is if the
basis of test functions (Φi ) is orthonormal. This is not true in our case (the “hat functions”
are not orthogonal), therefore we need to use the inner product g> Bh.
With the lumped-mass approximation, the inner product is given by g> Dh, and two
eigenvectors g and h associated with different eigenvalues satisfy g> Dh = 0. In addition to
D−orthogonality, it is easy to ensure that the MHB is orthonormal, by dividing each vector
hk by its D-relative norm khk kD = (hk> Dhk )1/2 .
To summarize, solving for the eigenfunctions of the Laplacian using the Finite Element
Approximation and the lumped-mass approximation reduces to the matrix eigenproblem
(Equation 4.29). The practical solution mechanism for this eigenproblem is provided in
Section 2.2 and yields a series of eigenpairs (hk = [H1k , H2k , . . . Hnk ], λk ) called the Manifold
Harmonics Basis (MHB). The MHB along with the adequate inner product will now allow
us to define a Manifold Harmonic Transform (MHT) and inverse MHT.

4.5.4

The Manifold Harmonic Transform

Now that we have computed the MHB by solving equation 4.29, and that we have understood the difference between dot and inner products, we can give the expressions of the
MHT (from geometric space to frequency space) and inverse MHT (from frequency space
to geometric space). We will also explain how they can be used to implement geometric
filtering.
Computing the MHT
The geometry x (resp. y,z) of the triangulated surface S can be seen as a piecewise linear
function defined as a linear combination of the basis functions Φi : x = ∑ni=1 xi Φi where xi
denotes the x coordinate at vertex i.
Computing the MHT of the function x means converting x from the “hat functions”
(Φi ) basis (geometric space) into the MHB (H k ) (frequency space). Since the MHB is
orthonormal, this can be done by projecting x onto the MHB through the inner product.
The MHT of x is a vector [x̃1 , x̃2 , . . . x̃m ], given by:
n

x̃k =< x, H k >= x> Dhk = ∑ xi Di,i Hik
i=1

where x denotes the vector x1 , x2 , . . . xn .

(4.31)
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Figure 4.30: Low-pass, enhancement and band-exaggeration filters. The filter can be
changed by the user, the surface is updated interactively.
Computing the inverse MHT
The inverse MHT, that maps from frequency space into geometric space, is given by the
expression of x in the MHB (H k ). The reconstructed coordinate x at a vertex i is then given
by :
m

xi =

∑ x̃k Hik

(4.32)

k=1

Figure 4.29 shows the geometry reconstructed from the MHT of a surface using a different number m of MHT coefficients. As Figure 4.29 shows, the first H k functions capture
the general shape of the functions without any shrinking effect and the next ones correspond to the details. Geometric filtering can then be implemented by modifying the inverse
MHT.

4.5.5

Filtering

Once the geometry is converted in the MHB, each component (x̃k , ỹk , z̃k ) of the MHT correspond to an individual spatial frequency ωk . In the case of a closed curve (Section 4.5.2), we
have −∂ 2 sin(ωx)/∂ x2 = ω 2 sin(ωx), therefore
p the relation between the spatial frequency
ωk and the associated eigenvalue λk is ωk = λk . This still holds for the eigenfunctions of
the Laplace operator on a surface (Section 4.5.2).
A frequency-space filter is a function F(ω) that gives the amplification to apply to each
spatial frequency ω. Since all frequencies are separated by the MHT, applying a filter
F(ω) to the geometry becomes a simple product in frequency space, such that the filtered
coordinate xiF (resp yFi , zFi ) of vertex i is given by:
m

xiF =

m

p
λk )x̃k Hik

∑ F(ωk )x̃k Hik = ∑ F(
k=1

k=1

√
In practice, since the MHB stops at frequency ωm = λm , smaller geometric details are
not represented in the MHT. However, it is possible to keep track of all the high-frequency
information, by storing in each vertex the difference xih f (resp. yhi f , zhi f ) between the original
geometry and the projection onto the MHB given by:
xih f =

∞

∑
k=m+1

m

x̃k Hik = xi − ∑ x̃k Hik
k=1

The frequency space filter can be applied to the high-frequency components of the signal,
by re-injecting them into the inverse MHT, as follows:
m

xiF =

∑ F(ωk )x̃k Hik + f h f xh f where f h f =
k=1

1
ωM − ωm

ZωM

F(ω)dω
ωm

(4.33)
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Figure 4.31: Towards scalable spectral geometry processing.

Figure 4.32: Left: a sphere and a genus 4 object with random noise. Right: low-pass
filtered result.
In this equation, the term f h f denotes the average value of the filter F on [ωm , ωM ], where
ωM denotes the maximum (Nyquist) frequency of the mesh (twice the edge length). The
high-frequency component behaves like a wave packet that can be filtered as a whole, but
that cannot be considered as independent frequencies. In our experiments, we used 10
times the average edge length to define the cutoff frequency ωm .
Figure 4.30 demonstrates low-pass, enhancement and band-exaggeration filters. Note
that arbitrary frequencies can be filtered without any shrinking effect. Moreover, only the
filtered inverse MHT (Equation 4.33) depends on the filter F. As a consequence, by storing
the MHB and the MHT, the solution can be updated interactively when the user changes
the filter F.
We now proceed to explain how to compute the coefficients Hik of the MHB and the
associated eigenvalues λk .
We have implemented an efficient algorithm to compute the MHB, and to implement
filtering operations [VL08]. This algorithm can manipulate large meshes (million vertices),
well beyond the current limits of spectral geometry processing (a few thousand vertices);
Figure 4.31 shows the results obtained with these large meshes.
We have experimented our filtering method with object of different sizes. Our MHbased filtering can be applied to objects of arbitrary topology. Figure 4.32 shows a low-pass
filter used to remove high-frequency noise from a sphere and from a genus 4 object. The
low-pass filter nearly preserves the symmetry of the sphere. Figure 4.33 and the video show
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Figure 4.33: Filtering Stanford’s bunny and Cyberware’s dinosaur. Results similar to
geofilter are obtained, with the addition of interactivity.

Figure 4.34: Filtering the colors attached to the vertices of an object of arbitrary topology.
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Figure 4.35: Signal processing approach to shading design. A: high scattering; B: moderate scattering; C: exaggerated shading

Figure 4.36: Sharp creases yield harmonics of many different frequencies, and are therefore
difficult to preserve when filtering.
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how our method implements an interactive version of geofilter[KR05] . In addition, since we
are not using any approximation, our filter does not introduce any shrinking effect.
We demonstrate the versatility of our method, by applying it to various attributes attached to the vertices of surfaces. Figure 4.34 demonstrates our method applied to colors
attached to the vertices of the mesh (enhancement and low-pass filters). Figure 4.35 shows
how our framework applied to the normal vector can simulate various lighting effects. Applying a low-pass filter to the normal vector is approximately equivalent to filtering light
intensity. This yields a very simple approximation of subsurface scattering, that the user
can easily tune by adjusting the filter (as shown in the video). Once the user is pleased with
the result, only an additional normal vector is required to display the effect. The effect is
simply obtained by replacing the normal vector with the filtered vector in the shader. Conversely, applying an enhancement filter to the normal vector yields a result very similar to
the exaggerated shading method [RBD06] . Note that the user can interactively generate any
intermediate shading style between these two extremes.
We have presented new methods for filtering functions defined on manifolds. We have
given hindsight on the symmetry and orthogonality of discrete Laplace operators by separating the mass matrix from the stiffness matrix. We used our theoretical framework to
define an orthonormal function basis localized in frequency space. On the practical side,
we have overcome the current size limits of spectral geometry processing by several order
of magnitudes, by making it usable for meshes with up to 105 − 106 vertices. However,
the main limitation of our method is that the storage space and pre-processing time for the
MHB start to be expensive (hours) beyond 106 vertices. This will be optimized in future
works, by introducing multi-resolution in our solution mechanism.
Our implementation of MH-based geometry filtering computes the MHT of the x, y and
z coordinates, that are dependent on the global orientation of the object. Therefore, we
think that better results may be obtained by computing the MHT of some invariant local
differential coordinates instead of using the absolute (x, y, z) coordinates.
Another limitation of our method concerns objects with creases. It is well known that
low-pass filters based on Fourier-like methods cannot preserve the creases (Figure 4.36).
Using the eigenfunctions of an anisotropic version of the Laplace operator may improve
the frequency localization of the creases and therefore better preserve them when filtering.
Our method and associated numerical solution mechanism may find applications in
various contexts, e.g. segmentation, mesh watermarking or reconstruction. Since our solver
can process meshes with up to one million vertices, we have also experimented Karni et
al.’s Spectral Mesh Compression[KG00b] without partitioning the object. It turned out that
because the MHB is not spatially localized, many MHT coefficients (several thousands)
were required to accurately reconstruct the geometry. Besides Karni et al.’s initial concern
of reducing computation time, we think that partitioning also partially fixes the problem
of spatial localization 9 at the expense of losing continuity. This leads to forecast that
defining Manifold Wavelets localized in both frequency and spatial domains [GKS02b] will
be an exciting research avenue in the future.

9

this is also why JPEG uses small blocks instead of applying the DCT to the whole image

[KR05]
[RBD06]
[KG00b]

[GKS02b]

ByungMoon Kim and Jarek Rossignac. GeoFilter: Geometric Selection of Mesh Filter Parameters.
Computer Graphics Forum, 24(3):295–302, 2005.
Szymon Rusinkiewicz, Michael Burns, and Doug DeCarlo. Exaggerated shading for depicting
shape and detail. ACM Transactions on Graphics (Proc. SIGGRAPH), 25(3), July 2006.
Zachi Karni and Craig Gotsman. Spectral compression of mesh geometry. In SIGGRAPH ’00:
Proceedings of the 27th annual conference on Computer graphics and interactive techniques, pages
279–286, New York, NY, USA, 2000. ACM Press/Addison-Wesley Publishing Co.
Eitan Grinspun, Petr Krysl, and Peter Schröder. Charms: a simple framework for adaptive simulation. In Processings SIGGRAPH, 2002.
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Chapter 5

Perspectives
The research results presented in this thesis follow the strategy presented in the introduction, that is to say :
 study geometric problems,
 formalize them, as variational optimization problems, or partial differential equations,
 characterize, if possible, the mathematical properties of the solution,
 design a numerical optimization algorithm that exploits these mathematical properties.
This strategy has been an efficient “guiding principle”, that allowed my ALICE team
to invent several efficient algorithms, and publish them in the main computer graphics
journals and conferences. However, to go further, it seems to me that we should consider
the problem for a higher-level perspective, and study the historical evolution of computer
graphics, to extract the main trends and most important aspects. We will see how the notion
of abstraction plays a central role (this is not a new idea, for instance Pat Hanrahan often
mentions that in his talks). Using the notion of abstraction as a guiding principle, we will
outline a new research program, that we call dynamic function bases, that will structure

Figure 5.1: Computer graphics in the 70’s (A,B,C) and nowadays (D,E,F). An entire class
of problems remains open, in other words, constructing the right abstraction of the data is
still extremely difficult.
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the activities of my ALICE team for the next few years. This research program was just
awarded a grant from the European Research Council in a competitive call for proposal
(Starting Grant). 200 projects were selected among 10000 proposals (Europe-wide, all
disciplines of science).

5.1

Importance of abstraction

In the early ages of computer graphics, it was extremely difficult to obtain data. Figure
5.1-A, extracted from the thesis of Henri Gouraud, demonstrate such a “hand-made” data
acquisition process, obtained by manually drawing polygons on the face to be digitalized,
and measuring the coordinates at the vertices of the “mesh” on photos. Then, the early
research projects in the domain focused on improving the visual aspect of the images generated from these models (Figure 5.1 B,C). Nowadays, acquisition and visualization of
complex models is much easier, with the increasing horsepower of computers, and the advent of 3D acquisition devices (laser scanners). Figure 5.1 D,E,F shows a 3D acquisition
realized by the “Digital Michelangelo Project” in Stanford.
However, an entire class of problems remains open. These problems concern the choice
of the right representation of the objects. For instance, a 3D scanner can produce from a
real object a computer representation of the object (Figure 5.1-E). Unfortunately, this representation is available in raw form, without any structure. Important advances were made
in reconstruction methods, to merge multiple set of points and transform them into a 3D
computer model, such as Turk and Levoy’s work[TL] (used for instance to reconstruct the
famous standord bunny). The 3D scanning technology that was inspired by these works
are now commonly used, and can efficiently construct a virtual 3D version of a real object.
However, the surface generated by the automatic pipeline are still difficult to use, since
they have too many vertices (millions). These representation are less adapted to the shape
of the object than the triangles carefully chosen by Henri Gouraud when he digitalized his
wife (Figure 5.1-A). This makes it difficult to visualize in real-time these objects. More
importantly, the large number of triangles make numerical simulations fail on such representations. Therefore, one of the open problems in 3D modeling concerns the automatic
ways of constructing a higher-level representation of the object, for instance as a set of
equations. Henri Gouraud and Malcolm Sabin (another pioneer) still mention this issue as
an open problem.
A more general way of considering this problem is to consider the set of equations as an
abstraction of the initial object. The research project that I plan to develop with my team
can then be summarized as follows : Given a 3D object and its physical properties, define the right representation together with the algorithm that constructs it. We detail these
aspects below :
 physical properties : our research project is not limited to geometry. Since we aim at
developing applications in scientific visualization and numerical simulation, it is crucial
to also consider the physical properties attached to the object. Since we are especially
motivated by computer graphics, and since the fundamental aspects of this domain concern the interaction between light and matter, it is natural for us to give special attention
to the photometric properties of objects;
 the right abstraction : by “right”, we mean “optimal for a given application”. The
considered application can be interactive display, or the numerical simulation of physics.
For each application, it is often easy to formalize optimality. Display algorithms want to
achieve a good trade-off between speed and quality, whereas numerical simulations seek
for both precision and numerical stability;
[TL]

Greg Turk and Marc Levoy. Zippered polygon meshes from range images. In SIGGRAPH 94
conference proceedings.
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Figure 5.2: Retrieving an equation of an object from a sampling : Our global parameterization method takes a scanned object (A) and reconstructs a geometric abstraction of it (B)
that can be re-instanced as higher-level surfaces (C,D,E).
 the algorithm to construct the abstraction : once the optimality criterion is formalized,
we need to invent an algorithms that transforms the raw data into a representation that
satisfies the optimality criterion.

5.2

Dynamic Function Bases

Once the main goals are clearly defined, we can refine our objectives and the associated
formalization. We consider the general problem of approximating the solution of linear
partial differential equations (or integro-differential equations in the case of light simulation). In its general form, this type of problem can be written as L f = g, where L is a linear
differential operator, f is the unknown function, and the function g is a right hand side.
The classical formulation (Galerkin, see Section 2.3.3) projects this equation onto a function basis (φ k ). In our case, this function basis (φ k ) is also used to represent the solution.
This yields the following formulation :
n

f

=

∑ αk φ k
k=1

∀ j, < L f , φ j > = < f , φ j >
that can be written in matrix form :
Qα = λ Bα
where Qi, j =< Lφ i , φ j >, Bi, j =< φ i , φ j > and where α denotes the vector [α1 , α2 , . . . αn ].
The matrix Q is called the stiffness matrix, and B is called the mass matrix.
For instance, in the case of light simulation, the solution f is likely to have many discontinuities (near shadow boundaries), and high variations (near specular reflections). To
adapt the function basis φ i to the variations of the solution f , a commonly used approach
consists in refining the support in an adaptive manner, based on a locally computed error
criterion. This means applying the Galerkin method to a wavelet basis. The main drawback
of this type of refinement is that in the case where the variations and discontinuities are not

122

CHAPTER 5. PERSPECTIVES

Figure 5.3: A: Simulation methods based on Finite Element Modeling and hierarchical
refinement may encounter difficulties near the discontinuities and high variations of the
solution. B: we develop a new family of approaches, based on the notion of dynamic
function basis.

oriented like the support, (Figure 5.3-A), a large number of basis functions is likely to be
generated (in the specific case shown in the Figure, an infinite number of refinement steps
is in theory required to faithfully capture the diagonal discontinuity).

In our approach, the approximation of the solution is also represented in a function basis (φ k ), but these functions (φ k ) depend on an additional vector of unknown parameters p.
For instance, suppose that the function f is a bi-variate piecewise linear function, defined
over the facets of a Delaunay triangulation. In this configuration, we got exactly one basis
function φ k per vertex k of the triangulation (the functions φ k are called P1 in the FEM literature). The vector of additional parameters p corresponds to the coordinates (xk , yk ) at all
the vertices of the triangulation. Figure 5.3-B shows the general idea of this approach : the
basis functions φ k will adapt the discontinuity, that will be represented in a more compact
way. The function f can then be written as : f (x) = ∑ αi φ i (p, x). We will firstly consider
the problem of minimizing the residual F(α, p) = kL f − gk2 :

F(α, p) = kL f − gk2 = α t Mα − 2α t c+ < g, g >
where mi, j =< Lφ i , Lφ j > ;

ci =< Lφ i , g >

The main difficulty comes from the non-linear dependencies introduced by the additional vector of parameters p. The second difficulty is that, in the general case, the expression of the objective function F – i.e., its equation – depends on the value of the parameters
p (in other words, the function F is piecewise-defined, in the high-dimensional space of
the parameters p). To minimize F, we propose a general framework, based on Newton’s
method :
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Figure 5.4: Image approximation with dynamic function bases. Starting from a bitmap
image (A), our ARDECO algorithm computes a salience map (B), then a triangulation and
a segmentation adapted to the salience (C). The result is an “equation of the image”, much
more compact than the initial bitmap (150 equations instead of one million pixels), and
compatible with standard vector graphics (PDF, SVG, Flash . . . ).
α ← α0 ; p ← p0
while k∇F(α, p)k > ε

solve



∇2α,α F

∇2α,p F

∇2p,α F

∇2p,p F

α ← α + δα
end//while

;



δα





−∇α F

=


δp




−∇ p F

p ← p + δp

In practice, we will instance this general framework in different configurations (of increasing difficulty). We hope that it will lead to interesting new algorithms. This guiding
principle leads to a research program, that we outline below :







1D: Laplace equation, Poisson equation ;
1D + t: Heat equation ;
2D,L = Id: Numerical approximation of images, vectorization ;
2D + t: fluid simulation, Navier stokes ;
3D, L = Id: mesh to spline conversion ;
3D: light simulation; optimizing for the parameters p means computing a numerical
approximation of the visibility complex;
 3D + t: dynamic simulation, computer animation.
We have started to implement this research program with my ALICE project-team :
The case 2D, L = Id corresponds to an image approximation problem. With Gregory
Lecot, Ph.D. candidate, we developed the algorithm ARDECO (Automatic Region Detection and Conversion) [LL06]. Starting from a bitmap image (Figure 5.4-A), our algorithm
first computes a salience map (Figure 5.4-B) that measures the density of details of the image, then a triangulation which density is adapted to salience. Then, the algorithm groups
triangles based on the idea that the colors in the triangles of the same zone can be approximated by a unique polynomial equation (Figure 5.4-C). This allows converting the initial
bitmap image into a set of polynomial equations, bounded by cubic Splines (5.4-D). This
more compact representation corresponds to standard vector file formats (PDF, SVG, Flash
. . . ), and also to modern graphic user interfaces (MacOS X, Windows Vista and AIGLX).
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Figure 5.5: Finite Element Modeling of the Poisson equation. On the left: without dynamic
function bases. On the right: with a dynamic function basis. Note how the mesh nicely
adapts the zones of high variation and improves the result.
With Bruno Vallet, Ph.D. candidate, we now consider the case 2D, L = ∆ with a righthand side (Poisson equation, ∆ f = g) and Dirichlet boundary conditions. Figure 5.5 shows
the obtained result (the right-hand side corresponds to hand-drawn lines, i.e. the little face).
With a dynamic function basis, our algorithm can better capture the high variations of the
solution, by naturally align the triangles in an optimal manner along these zones of high
variations.

5.3
5.3.1

Summary and perspectives
Summary

Along this thesis, we have seen methods that use a more and more abstract formalism.
Since my Ph.D., with the researchers of the ALICE project-team, our main goal was to
climb these levels of abstraction, with the intuition that using the right abstraction level
was likely to lead to interesting research results. As a leitmotiv, we always used the same
type of geometric object, that is to say a mesh with some values attached to its vertices,
that represent either the geometry, or physical properties attached to this geometry. To
manipulate these objects, we studied the following formalisms :
 Numerical optimization : To manipulate these values attached to the vertices of the mesh,
it seems natural to gather them into vectors, and study multivariate functions (that take
these vectors as arguments). Thus, we were able to use numerical analysis (Section 2.2)
as a foundation for designing geometric optimization algorithms (e.g., Section 3.5).
 Surface parameterization : This notion allowed us to construct a “map” of an object. The
multivariate objective function that characterizes the quality of this map is deduced from
differential geometry notions, ported into the mesh setting. We studied various methods,
in particular in the context of texture mapping, and conversion between representations
(Section 4.3).
 Finite Element Modeling and function bases : Finite Element Modeling is an efficient
formalism used to simulate physics (Section 3.6), and we start to also apply it to geometric modeling problems (Section 4.5). Discrete Exterior Calculus can also be used to
explain the so-invented methods in a more compact way, as we did in [VL08].
 Dynamic Function Basis : Finally, we now aim at designing new methods that compute
a function basis, well adapted to the problem under consideration.
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Perspectives

To develop our Dynamic Function Basis idea, we will need to acquire more knowledge in
various disciplines, that concern both modern branches of mathematics, and aspects related
with computer graphics technology :
 Differential geometry and topology: this recent branch of mathematics offers a general
and powerful formalism. We have started to study these notions (in particular, exterior
calculus and co-homology). We used it to design new vector field processing methods
[LVRL06]. We now try to better understand these notions, and use them to generalize
the notion of wavelet on objects of arbitrary genus (for instance, by using the notion of
period-matrix, connected with co-homology bases);
 Higher-order Finite Elements the geometry processing domain mostly uses piecewise
linear functions defined on the mesh (the pieces correspond to the triangles). In order
to avoid the artifacts cause by the discretization, we currently develop a numerical geometry framework, based on the Finite Element Modeling formalism. We have started
some experimentations with higher-order function bases. These early results are likely
to be the basis of our future developments (quasi-harmonic function basis, higher-order
texture mapping, dynamic simulation with complex objects);
 Graphic Processing Units (GPU): Graphic Boards continue their fast-paced evolution.
We experiment different methods, including a rendering engine that exploits these new
capabilities (shaders, ’High Dynamic Range’ rendering, . . . ). In addition, we experiment using GPUs as general purpose processors (GPGPU). Luc Buatois (Ph.D. candidate) developed the “Concurrent Number Cruncher” [BCL07], a highly efficient parallel
implementation of the conjugate gradient method;
 Numerical Solvers: The implementation of our algorithms is based on numerical solvers.
It played an important role in the strategy of the team. Mastering this technology gave
us some advantage in the years 90-2000. In the beginning of the 2000’s, we attacked the
non-linear world, and used this knowledge to develop new efficient algorithms (including the method ABF++ [SLMB04], in cooperation with University of British Columbia).
We now study eigen solvers (that compute eigenvalues and eigenvectors of large sparse
matrices). This plays an important role in harmonic analysis, one aspect of differential
geometry that we currently study.
The knowledge of fundamental mathematical notions will tell us which equation we
need to solve. The technical knowledge will tell us how we can solve it. We think that
combining both types of knowledge is likely to lead to important advances in numerical
geometry.
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